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Abstract

Artificial intelligence (AI) is increasingly applied to healthcare decision-making; how-
ever, many persistent patient safety risks arise from sociotechnical conditions such as
communication breakdowns, coordination failures, and organisational culture rather than
diagnostic or decision error alone. While simulation can engage these dimensions of care,
AI-supported simulation remains limited by heterogeneity and a lack of explicit concep-
tual structure. This study presents a narrative and conceptual review of the healthcare
simulation and AI literature to identify structural barriers to coherent AI reasoning about
simulation. Drawing on this synthesis, we introduce Transformative Simulation (TfS) as
an intentional framework that can be formalised as an ontology for AI-supported simu-
lation focused on cultural and systems-level change. TfS structures simulation through
explicit Simulation-Based Intentions, an aligned design–delivery–data–debrief process, and
foundational considerations of purpose, perspective, power, preparation, and possibility.
Framed in this way, TfS enables AI systems to interpret simulation artefacts in relation
to declared intent, sociotechnical context, and ethical boundaries. We further describe
an Intentionality–Simulation–Intelligence triad and a continuous learning loop that align
human values, simulation structure, and AI reasoning. The findings of this review suggest
that an important challenge in applying AI to healthcare simulation may be ontological as
well as technical, and that explicit representation of intention and context is necessary to
support coherent, context-sensitive, and system-aligned AI reasoning in healthcare.

Keywords: artificial intelligence; cognitive computing; interpretability and explainability;
Transformative Simulation; healthcare; ontology-driven AI; sociotechnical systems;
human intentionality

1. Introduction
Artificial intelligence (AI) is rapidly reshaping healthcare. Machine learning has

demonstrated strong performance in diagnostic imaging, risk stratification, guideline
adherence, and personalised treatment recommendations [1]. As increasingly agentic AI
systems emerge, optimism is growing that they will improve patient safety, efficiency, and
quality of care [2].
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However, healthcare delivery extends far beyond diagnosis and decision support.
Much of care unfolds in complex sociotechnical environments shaped by interruptions,
workarounds, coordination demands, competing priorities, power dynamics, and cultural
norms [3]. Decades of patient safety research demonstrate that many adverse events arise
not from lack of knowledge or guideline failure, but from the realities of practice—where
humans must negotiate uncertainty, relationships, and system constraints in real time [4–7].
These dimensions remain difficult to capture in traditional datasets and challenging for AI
systems to reason about meaningfully [8,9].

Within artificial intelligence, ontologies and knowledge representation frameworks
are commonly used to structure domain knowledge, define relationships between concepts,
and support machine reasoning across heterogeneous data sources. Related developments
in semantic web technologies, explainable AI (XAI), and human-in-the-loop AI increasingly
emphasise the importance of making any assumptions, reasoning pathways, and contextual
information explicit. These approaches are particularly relevant in healthcare, where
trustworthiness, interpretability, and contextual sensitivity are critical [10].

Simulation can engage with this complexity. Although healthcare simulation has
often been framed as education, simulation is increasingly used to explore and influ-
ence systems, culture, and collective behaviour and choices [11–18]. When designed
intentionally, it can surface hidden assumptions, reveal tensions between policy and prac-
tice, and support shared understanding of how care actually unfolds and where change
may be needed [12–18].

As AI is applied to simulation—scenario generation, debrief support, transcript anal-
ysis, and adaptive design—a critical limitation becomes apparent: AI may demonstrate
fluency without coherence when the purpose of simulation is unclear [19–24]. AI sys-
tems trained on heterogeneous, intention-opaque simulation corpora struggle to distin-
guish fundamentally different simulation purposes (education, improvement, redesign,
engagement), producing outputs that sound plausible but misalign with the type of
change sought [12,13,24,25].

We argue that this challenge is primarily conceptual rather than purely technical. AI
systems cannot reason coherently about simulation unless simulation itself is structured
around explicit purpose, context, and meaning. We therefore propose that the Transfor-
mative Simulation (TfS) framework provides a structured foundation for AI-supported
reasoning about simulation-for-change. By organising simulation around explicit intentions,
aligned processes, and value-based considerations, TfS may help AI systems support more
coherent, context-sensitive, and ethically grounded interpretation of healthcare systems and
practices [12,13]. We outline how TfS may function as an AI-ready ontology for simulation-
for-change, supporting more context-sensitive and ethically bounded reasoning about
healthcare systems. This Review presents a conceptual and ontological framework rather
than a specific computational implementation, positioning TfS as enabling infrastructure
for AI-supported reasoning about simulation and cultural and systems-level change.

2. Methods
2.1. Review Approach

This study used an integrative narrative review and conceptual synthesis approach to
examine the intersection of healthcare simulation, sociotechnical systems thinking, artificial
intelligence (AI), and ontology-informed reasoning [26]. An integrative review methodol-
ogy was selected because the paper aimed not to evaluate intervention effectiveness, but to
synthesise conceptual, theoretical, and interdisciplinary literature to develop a coherent
framework for AI-supported simulation-for-change within healthcare systems.
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2.2. Search Strategy

Literature searches were conducted between January and May 2026 using PubMed,
Scopus, Web of Science, and IEEE Xplore. Searches focused on publications from
2000 to 2026 to capture the evolution of healthcare simulation, sociotechnical patient safety
research, and recent developments in AI and ontology-based reasoning systems.

Search terms were iteratively combined using Boolean operators and included combi-
nations set out in Table 1.

Table 1. PCC search strategy.

PCC Element Focus Example Search Terms/Boolean Operators

Population
Healthcare systems, healthcare
professionals, simulation participants,
healthcare organisations

(“healthcare” OR “health systems” OR “clinical practice”
OR “patient safety” OR “healthcare professionals” OR
“simulation participants” OR “learning health systems”)

Concept
Simulation, AI reasoning, ontology,
sociotechnical systems,
systems change

(“healthcare simulation” OR “simulation-based
education” OR “transformative simulation” OR
“translational simulation” OR “system simulation” OR
“simulation ontology”) AND (“artificial intelligence” OR
“large language models” OR “agentic AI” OR
“AI reasoning” OR “human-in-the-loop AI” OR
“explainable AI” OR “machine learning”) AND
(“ontology” OR “knowledge representation” OR
“semantic reasoning” OR “semantic ontology” OR
“context-aware AI” OR “sociotechnical systems” OR
“systems thinking”)

Context
Complex healthcare environments,
organisational systems, sociotechnical
practice, systems improvement

(“complex adaptive systems” OR “organisational culture”
OR “systems redesign” OR “quality improvement” OR
“implementation science” OR “workflow” OR
“communication” OR “coordination” OR “sociotechnical
systems” OR “context-sensitive reasoning”)

Search strings were iteratively refined across databases to balance sensitivity and
conceptual specificity across healthcare simulation, sociotechnical systems, ontology devel-
opment, and AI-supported reasoning literature.

Reference lists of relevant articles were also manually reviewed to identify additional
conceptual and foundational literature relevant to simulation theory, systems change, and
AI-supported reasoning.

2.3. Inclusion and Exclusion Considerations

The included literature comprised peer-reviewed empirical studies, conceptual papers,
reviews, theoretical frameworks, and policy-relevant publications addressing healthcare
simulation, systems-oriented simulation, sociotechnical healthcare practice, AI-supported
reasoning, ontology development, and learning health systems. Literature from adjacent
domains was included where conceptually relevant to ontology-informed AI reasoning or
sociotechnical system analysis.

Publications focused exclusively on highly technical computational architectures
without relevance to healthcare systems, simulation, or sociotechnical reasoning were
excluded. Non-English publications and studies lacking sufficient conceptual relevance to
the aims of the review were also excluded (Figure 1).
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Figure 1. PRISMA-informed overview of literature identification, screening, eligibility assessment,
and inclusion process used to support the integrative conceptual synthesis.

2.4. Conceptual Synthesis

The literature was synthesised through iterative comparative analysis focusing on
recurring themes related to intentionality, representation, systems complexity, context,
interpretability, ethical reasoning, and simulation purpose. Particular attention was given
to how simulation activities were framed across different traditions, including education,
quality improvement, systems testing, systems redesign, stakeholder engagement, and
organisational learning.
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2.5. Reporting Considerations

The review was informed by PRISMA principles for transparency in literature iden-
tification and selection; however, the study was not designed as a formal systematic
review or meta-analysis. Rather, the aim was conceptual integration and theory de-
velopment across interdisciplinary domains relevant to AI-supported simulation and
healthcare systems change.

The Transformative Simulation (TfS) framework and associated Simulation-Based
Intentions (SBIs) discussed in this paper were originally developed through a separate
multi-year taxonomy development process involving integrative literature review, pearl
growing and snowballing approaches, simulation community consultation, workshops,
and iterative consensus refinement, reported elsewhere [12]. The present review does
not seek to recreate that taxonomy process but rather builds upon it to examine how TfS
may function as conceptual and ontological infrastructure for AI-supported reasoning in
healthcare simulation and cultural and systems-level change.

3. Simulation as a Sociotechnical Mirror of Care
Healthcare delivery is a sociotechnical endeavour: outcomes arise through interactions

between people, technologies, organisational structures, cultural norms, and contextual
constraints [3–5,27,28]. Simulation is uniquely positioned to engage with this complexity
because it can recreate aspects of work as it is experienced, allowing those involved to
engage with uncertainty, ambiguity, and relational dynamics in real time [12–18]. Through
enactment and reflection, simulation can make visible tacit knowledge, workarounds, and
negotiations that rarely appear in formal documentation or structured datasets [12,17].

In this sense, simulation functions as a sociotechnical mirror: it selectively represents
elements of practice to enable collective insight, not to reproduce reality in full [12,17]. For
AI, this is both an opportunity and a hazard. Simulation outputs are inherently value-
laden and ambiguous; without clarity about the simulation’s intent, inclusion choices, and
interpretive boundaries, AI may treat sociotechnical signals as generic performance data.
An explicit framework that makes intention and context legible is therefore a prerequisite
for coherent AI-supported simulation.

These challenges highlight the need for a more explicit conceptual structure capable
of representing intention, context, and sociotechnical constraints in ways that AI systems
can interpret coherently.

4. Limitations of Current AI-in-Simulation Approaches
AI-supported simulation tools are expanding, including large language models for

scenario generation, automated analysis of debrief data, and adaptive platforms that
personalise simulated learning [19–24]. These applications demonstrate technical feasibility
and may improve efficiency and scalability. Yet many current approaches treat simulation
artefacts as interchangeable data objects rather than situated expressions of intent, limiting
their usefulness for cultural and systems-level insight or change.

Key limitations are consistent. First, purpose is weakly represented: simulations
that differ in intent (education, improvement, testing, redesign, engagement) are often
indistinguishable to AI systems when intentions are not encoded, producing misaligned
outputs. Second, context is under-specified: in simulation, context is not a confounder
to control for, but a determinant of meaning; the same scenario may surface different
issues depending on culture, hierarchy, constraints, and local norms. Third, emergence and
temporality are difficult: simulation significance often arises through reflection, dialogue,
and evolving interpretation rather than static patterns, yet AI tools tend to optimise toward
explicit targets. Finally, values and ethics are frequently implicit: what is made salient,
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whose voices are represented, and which outcomes are privileged are normative decisions
that AI can inadvertently reinforce if they remain unarticulated.

For example, an AI system analysing two simulation scenarios with identical formats—
one designed to assess individual procedural competence (e.g., whether a clinician can
correctly perform a cardiac arrest procedure) and another intended to surface hierarchical
communication failures (e.g., why team members fail to challenge unsafe decisions dur-
ing a medical emergency)—may generate similar performance-focused feedback unless
intention and context are explicitly encoded. In practice, this risks reinforcing technical
optimisation while obscuring the sociotechnical dynamics that the second simulation was
designed to examine.

Earlier simulation-for-change work demonstrated the value of collecting and analysing
simulation-generated data to support service redesign, stakeholder engagement, and inte-
grated care development. For example, sequential simulation has been used to generate rich
qualitative datasets describing system barriers, stakeholder perspectives, and co-designed
service improvements [14,29]. However, while such approaches successfully generated
rich data and actionable insights, they provide limited guidance regarding how simulation
purpose, theoretical assumptions, contextual conditions, and resulting data should be
semantically represented to support consistent interpretation or AI-supported reasoning.

More recent work has strengthened the conceptualisation of simulation for systems
improvement and AI-supported simulation practice. For example, translational simula-
tion has emphasised disciplined problem definition, data strategy, and the integration of
quality-improvement methodologies to generate actionable organisational insights [30].
However, these approaches typically derive their conceptual framing from improvement
methodologies themselves and provide limited guidance regarding explicit theory selec-
tion, simulation intention, or the semantic structuring of simulation-generated data for
AI-supported interpretation in complex systems. Similarly, emerging models of AI in
healthcare simulation have helpfully organised applications of AI across domains such as
education, assessment, translational simulation, faculty development, and research [31].
Yet these frameworks primarily describe where AI may be applied rather than how AI
should distinguish between fundamentally different simulation purposes, theoretical com-
mitments, and epistemic goals.

These limitations indicate the need for an explicit ontology that structures simulation
as a purposeful sociotechnical intervention—providing the scaffolding within which AI
can operate coherently. We introduce TfS as one such ontology.

5. Transformative Simulation (TfS): An Intentional Framework for
Systems Change

Several established traditions contribute to the use of simulation for systems improve-
ment, organisational change, and healthcare transformation. These include translational
simulation, which focuses on improving patient care and system performance through
simulation embedded within clinical environments [32]; human factors simulation, which
emphasises interactions between people, technologies, and work systems [33]; and partici-
patory simulation, which positions simulation as a mechanism of care that is collaboratively
created, shaped, tested, and refined by professionals, patients, carers, and others affected
by healthcare delivery [34].

Collectively, these traditions have significantly advanced the use of simulation beyond
education and into domains of quality improvement, system redesign, participation, and
organisational learning. However, experience across diverse healthcare settings suggests
that no single tradition fully captures the breadth of purposes that simulation may serve
when used as a mechanism for change. Rather, the most appropriate framing often depends
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on the nature of the problem, the context in which it occurs, and the type of change
being sought. This raises the need for a more flexible organising structure capable of
accommodating multiple forms of simulation intention within a coherent framework.

Drawing on a programme of integrative scholarship and synthesis of the global
simulation literature, TfS positions simulation as an intentional, value-based sociotechnical
intervention designed to support meaningful change in healthcare systems [12]. Rather
than defining simulation by modality, fidelity, or educational outcomes, TfS organises
simulation work by purpose, context, and the nature of change sought [35].

At the core of TfS are seven Simulation-Based Intentions (SBIs)—Innovation, Improve-
ment, Intervention, Involvement, Identification, Inclusion, and Influence—which articulate
why a simulation is being undertaken (Figure 1). SBIs are not learning objectives; they
clarify the kind of insight, dialogue, or change a simulation is designed to support. By
foregrounding intention, TfS makes explicit design decisions that are often implicit: who
participates, which perspectives are prioritised, what is foregrounded or backgrounded,
and how outcomes will be interpreted.

TfS operationalises intentionality through the 4D process: Design, Delivery, Data, and
Debrief. Design concerns how aspects of care are abstracted and represented (modality
selection, role framing, salience decisions). Delivery concerns enactment and facilitation,
including psychological and relational safety. Data extends beyond performance or pre-
determined outcome metrics to include behavioural, relational, and contextual signals
relevant to system functioning. Debrief is framed as extrinsic structured sense-making
aligned with intent, enabling collective interpretation and actionable insight rather than
individual intrinsic learning alone.

TfS is underpinned by five value-based considerations—Purpose, Perspective, Power,
Preparation, and Possibility—that foreground cultural boundaries, equity, and readiness
for change [36]. It also accommodates emergence: in complex adaptive systems, valuable
insights may be unanticipated and arise from interaction rather than linear cause-effect
chains [37,38]. Together, these features provide a coherent architecture that can be for-
malised for AI reasoning about simulation-for-change.

The TfS framework is grounded in a programme of integrative research that examined
the global healthcare simulation literature across educational, improvement, engagement,
and systems-oriented traditions [12,14–17]. Through iterative synthesis and comparative
analysis, simulation activities were mapped according to their stated and implicit purposes,
theoretical underpinnings, and intended mechanisms of change. This work revealed
recurring clusters of intent that cut across modality, setting, and discipline, but were rarely
made explicit or consistently theorized [12].

The resulting Simulation-Based Intentions (SBIs) therefore function as a taxonomy
of simulation purpose, derived from empirical patterns in the literature and aligned with
established theories of systems change, human factors, organisational learning, partici-
patory design, and sociocultural learning. By integrating these theoretical perspectives
into a single intentional structure, TfS provides a unifying framework that reflects how
simulation is already used in practice, while making its assumptions, values, and change
mechanisms explicit and open to scrutiny (Figure 2) [12,13]. Within TfS, these elements
are linked through intentionality: the selected Simulation-Based Intention shapes design
choices, data priorities, interpretive approaches, and the types of system insight sought.
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Figure 2. The Transformative Simulation (TfS) framework. This figure presents the core architecture
of the Transformative Simulation (TfS) framework, which structures simulation design and delivery
around explicit intentions, processes, and values to support cultural and systems-level change.
At the top of the figure, the seven Simulation-Based Intentions (SBIs)—Innovation, Improvement,
Intervention, Involvement, Identification, Inclusion, and Influence—articulate the primary intentions
for which simulation may be designed, moving beyond educational objectives to address cultural,
relational, organisational, and policy-level change. The central diamond illustrates the TfS 4D process
(Design, Delivery, Data, Debrief), showing how each stage of simulation is intentionally aligned to
the selected SBI(s), including theory-informed design choices, modality and participant selection, SBI-
specific data capture and analysis, and purpose-aligned debriefing models. The foundational layer
highlights the five underpinning pillars—Purpose, Perspective, Power, Preparation, and Possibility—
which foreground values, context, and power relations that shape simulation intention choices, design
decisions and influence how change is enacted. Together, these elements position simulation as an
intentional, value-based sociotechnical intervention, providing the conceptual infrastructure upon
which subsequent AI-supported reasoning and learning processes can coherently operate [39].

6. Transformative Simulation as an Ontology for AI Reasoning in
Health Systems

In AI, an ontology is a structured representation of concepts and relationships that
enables meaningful reasoning within a domain [40]. While healthcare has mature ontologies
for disease, interventions, and outcomes, it lacks an equivalent ontology for simulation as a
sociotechnical intervention for cultural and systems-level change. Without such structure,
AI cannot reliably interpret simulation artefacts that may appear similar yet serve different
epistemic aims.
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TfS can be formalised as an ontology because it supplies explicit entities and relations:
SBIs as purpose categories; the 4D process as enactment logic; and boundary conditions
that encode purpose, perspective, power, and context. Scenarios, transcripts, observations,
and reflective outputs can therefore be labelled in relation to declared intent and design
constraints, enabling AI systems to distinguish (for example) data generated to surface
cultural dynamics from data generated to test procedural reliability.

In AI, ontologies are commonly used as knowledge representation structures that de-
fine entities, relationships, and constraints within a domain. Such representations support
machine interpretation, reasoning, interoperability, and explainability by making concep-
tual relationships explicit rather than implicit. As stated by Arrieta and colleagues (2020),
the importance of “Responsible Artificial Intelligence, namely, a methodology for large-scale
implementation of AI methods in real organisations with fairness, model explainabil-
ity and accountability at its core” [41,42]. The TfS ontology proposed here adopts this
domain-oriented approach, structuring simulation artefacts in relation to declared inten-
tions, theoretical framing, contextual conditions, and ethical boundaries.

From an AI research perspective, TfS functions as a domain ontology rather than
a computational architecture. It does not specify models or algorithms; instead, it de-
fines the semantic and ethical scaffolding required for those models to reason coherently
about simulation-generated data (Table 2). Within the proposed TfS ontology, core en-
tities include Problem Contexts, Simulation-Based Intentions (SBIs), Theoretical Lenses,
Simulation Artefacts, Contextual Annotations, Ethical Boundaries, AI-Supported Inter-
pretations, and Adaptations. Relationships between these entities are intentional rather
than merely descriptive; Problem Contexts are associated with one or more SBIs, which
shape simulation design, artefact generation, interpretation, and subsequent system adap-
tation. AI-supported interpretations remain bounded by declared intentions, contextual
conditions, and ethical commitments.

Table 2. TfS ontological reasoning.

TfS Entity Role in Ontology Example

Problem Context System challenge or change opportunity Delays in sepsis treatment pathway

Simulation-Based Intention (SBI) Declared simulation purpose Inclusion of staff in change process

Theoretical Lens Framework guiding design
and interpretation Rogers’ Diffusion of Innovation

Simulation Artefact Representation generated
through simulation Debrief transcript

Contextual Annotation Sociotechnical interpretation layer Hierarchical communication
barriers

Ethical Boundary Constraint on interpretation and use Psychological safety commitments

AI-Supported Interpretation Interpreted output Latent safety threats identified

Adaptation System response Revised escalation pathway

Within a TfS ontology, Problem Contexts are linked to Simulation-Based Intentions,
which in turn inform theoretical framing, simulation design, artefact generation, annotation,
and subsequent AI-supported interpretation. This enables simulation-generated data to
be interpreted in relation to declared purpose, rather than treated as context-independent
behavioural observations. Table 3 provides illustrative examples of how these relation-
ships could be represented within a TfS-informed ontology to support context-sensitive
AI reasoning.
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Table 3. Illustrative Mapping of Problem Contexts, Simulation-Based Intentions, Theoretical Lenses, Artefacts, and AI-Supported Interpretation within the
Transformative Simulation Ontology.

Problem Context SBI(s) SBI Rationale Theoretical Lens Simulation Artefact Transcript Excerpt(s)
Contextual/
Sociotechnical
Annotation

Potential AI-Supported
Interpretation

New infusion pump
implementation

Innovation +
Identification

Introduction of a novel
technology requiring
exploration of adoption
processes and
identification of
unintended consequences
and latent safety threats.

Rogers’ Diffusion of
Innovation; PRISM;
Latent Safety
Threat theory

Debrief tran-
script/observations
identifying
workarounds and
workflow disruption

“We created our own
workaround because the
pump slowed us down.”

Workflow disruption;
adaptation during
implementation;
technology-work
system interaction;
emerging latent
safety threats

Detection and clustering of
implementation-related
latent safety threats
across simulation
episodes and
care settings.

Poor escalation of
deteriorating patient Identification

Existing concerns suggest
hidden system
vulnerabilities and
communication barriers
requiring identification
rather than redesign or
implementation of
new processes.

SEIPS; Latent Safety
Threat frameworks

Video transcript
showing repeated
hesitation to challenge
senior clinician

“I knew the patient was
deteriorating but didn’t
want to challenge
the consultant.”

Hierarchical
communication
barriers; workload
strain; psychological
safety concerns

Identification of
sociotechnical factors
associated with escalation
delay, shifting
interpretation from
individual performance
toward system-level
contributors.

Maternity pathway
redesign

Inclusion +
Influence

Redesign requires
engagement of
underrepresented
stakeholders and the
generation of insights
capable of influencing
organisational practice
and culture.

Participatory Design
Collaboration Systems
Model; Maslow’s
Engagement Theory;
Complex Adaptive
Systems

Stakeholder
workshop transcript
involving midwives,
obstetricians, and
support staff
redesigning
escalation pathways.

“As a porter, I’m often the
first-person families ask
for help when they’re
worried, but there’s no
clear way for me to
escalate concerns. We see
things that never make it
into the formal handover.
If we had a route to share
those concerns, I think
problems could be
identified much earlier.”

Distributed
decision-making;
hidden information
pathways; staff
engagement; culture
shaping; shared
ownership

Detection of previously
unrecognised
information pathways
and stakeholder influence
patterns associated with
culture change and
pathway redesign.

Delays in sepsis
treatment pathway Improvement

The pathway, guidelines
and standards already
exist but requires iterative
refinement and
optimisation through
testing and adaptation.

PDSA Cycle; Lean
Systems Thinking;
Clinical
Microsystems

Debrief transcript and
process-mapping
outputs from repeated
sepsis pathway
simulations according
to guidelines

“In the first simulation we
predicted that introducing
a sepsis huddle at triage
would reduce delays. The
second cycle showed
antibiotics were given
25 min earlier, but
escalation to senior review
remained inconsistent.
The next test should
explore automatic
escalation triggers.”

Iterative testing;
workflow refinement;
multidisciplinary
coordination; local
adaptation;
continuous
improvement

Identification of process
adaptations associated
with improved pathway
performance and
recommendation of
future PDSA cycles for
testing and refinement.
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These examples are illustrative rather than exhaustive but demonstrate how simulation
artefacts may be annotated according to intent, theory, context, and emergent system
behaviours, creating structured representations that could support AI-assisted reasoning
while preserving human interpretation and accountability.

Critically, TfS does not prescribe a fixed taxonomy of outcomes. Instead, it supports
emergence by defining the conditions under which different forms of insight may arise—an
orientation better aligned to complex adaptive systems such as healthcare [43]. TfS also
makes normative commitments explicit, enabling ethically bounded inference aligned with
declared values rather than historical patterns alone. Treating TfS as an ontology implies a
practical agenda: curating, labelling, and governing simulation datasets by intention and
context so that AI can reason coherently about system behaviour and change.

7. The Intentionality–Simulation–Intelligence Triad
To operationalise TfS as an AI-ready ontology, we propose the Intentionality–

Simulation–Intelligence Triad (Figure 3). The triad expresses a dependency logic: coherent AI
reasoning depends on coherent human intentionality and coherent simulation representation.

Figure 3. The Intentionality–Simulation–Intelligence Triad. This figure depicts a nested ontology
for coherent AI reasoning in Transformative Simulation. Human intentionality forms the core layer,
articulated through the Transformative Simulation (TfS) framework, and makes explicit the purpose,
values, ethical commitments, relational boundaries, and desired system impact of simulation. This
intentional layer shapes the representational layer, where simulation structure is defined through
design choices, modality selection, salience decisions, fidelity as a variable, and explicit sociotechnical
modelling. Only when these two layers are coherent can the outer computational layer operate
meaningfully, with AI reasoning applied to ontology-labelled data through intention-aware prompts,
theory-aligned inference, ethically bounded reasoning, and emergent pattern detection. The triad
illustrates that AI coherence is dependent on the coherence of the human intentions and simulation
structures on which it operates.
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Layer 1—Human Intentionality—answers why we are simulating: declared purpose,
selected SBIs, values and ethical commitments, contextual boundaries (including power
relations), and desired system impact. Layer 2—Simulation Structure—answers how the
world is represented: the 4D process, modality as a choice, salience decisions, role framing,
fidelity as a variable, and explicit sociotechnical modelling through theoretical framing.
Layer 3—AI Reasoning—answers how AI makes sense of the simulation: ontology-labelled
data, intention-aware prompts, theory-aligned inference, ethical constraints, and emergent
pattern detection.

The triad clarifies ethical positioning. By nesting AI reasoning within simulation
structure and human intentionality, it resists treating AI as an autonomous decision-
maker. Responsibility for defining values, priorities, and acceptable trade-offs remains
explicitly human; AI’s role is to support coherence, consistency, and learning within
declared boundaries.

The continuous learning loop described in the following section operationalises this
relationship by feeding AI-supported insights back into human interpretation, intentional
reframing, and subsequent simulation redesign.

8. AI and Transformative Simulation as a Continuous Learning Loop
Building on the triad, we propose a TfS-guided continuous learning loop that in-

tegrates AI into iterative system understanding and adaptation (Figure 4). Whereas the
Intentionality–Simulation–Intelligence Triad describes the structural dependencies required
for coherent AI reasoning, the continuous learning loop describes how these relationships
operate iteratively over time within healthcare systems.

Figure 4. TfS-guided AI continuous learning loop. Declared intentions, values, and contextual priori-
ties are articulated through the Transformative Simulation (TfS) framework (Intend). AI supports the
design of simulation architectures aligned with these intentions (Design). Simulation delivery and
debrief surface system dynamics (Enact), generating rich sociotechnical data. AI analyses these data
to identify emergent patterns and insights (Sense), which inform system adaptation or subsequent
simulation design cycles (Adapt).
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The loop begins with intentional framing: stakeholders use TfS to declare SBIs,
values, context, and inclusion choices, supported by structured AI prompts that sur-
face assumptions and trade-offs. AI then supports design by recommending coherent
representations—scenarios, environments, modalities, and data capture strategies—aligned
with declared intent.

Simulation delivery and SBI-aligned debriefing generate system-rich sociotechnical
data (behavioural, relational, contextual, narrative). AI can support capture, organisation,
and analysis of these data to identify emergent themes, recurrent tensions, and discrepan-
cies between intended and enacted practice. Insights inform targeted changes in practice
and/or the next simulation cycle, creating an iterative pathway for adaptive learning that
embraces complexity without assuming predictability or control.

The Continuous Learning Loop also shares characteristics with Learning Health Sys-
tem models, in which data generated through practice are transformed into knowledge,
applied to improve systems, and subsequently re-evaluated through further cycles of
learning. Within this conceptualisation, simulation acts as an intermediary mechanism con-
necting system experience, organisational learning, and AI-supported interpretation [44].

9. Implications for Clinical Practice, Patient Safety, and Learning
Health Systems

As AI increasingly supports evidence synthesis, diagnosis, and treatment selection,
the residual sources of patient safety risk will concentrate in the sociotechnical conditions
of care delivery—coordination, communication, workflow constraints, and culture [3–7,27].
Additionally, as clinical decision-making becomes increasingly automated, the relative
contribution of sociotechnical failure modes to patient harm is likely to increase, making
intentional, system-focused simulation an increasingly critical safety tool [45,46]. A TfS-
guided AI approach targets this substrate by using simulation to surface how safety is
produced or undermined in practice, and AI to help detect and synthesise patterns that
may be difficult to see locally. For example, an AI system analysing a deteriorating patient
simulation may identify delays in escalation as individual performance failures, whereas the
intended simulation focus may have been hierarchical communication barriers, workload
pressures, or cultural reluctance to challenge senior staff. Without explicit representation
of simulation intent and sociotechnical context, AI reasoning risks reinforcing narrow
procedural interpretations while obscuring the deeper system conditions contributing to
patient safety risk.

This framing supports learning health system ambitions while broadening the data sub-
strate beyond quantitative performance indicators to include structured qualitative and con-
textual signals. Because simulation data are labelled by intention and context, AI can synthe-
sise across settings without assuming uniformity of purpose or conditions. Explicit SBIs and
inclusion choices can legitimate multiple perspectives (including marginalised voices) in
safety sense-making, while keeping accountability for values and trade-offs with humans.

For AI development and evaluation, coherence becomes a key criterion: alignment
between intention (what matters), representation (what is made visible), and reasoning
(how inferences are produced). This reframes trustworthy AI from evaluating outputs in
isolation to evaluating how AI participates in sociotechnical learning processes. Synthetic
scenario variants may complement empirical data to explore plausible system behaviours
and reduce over-reliance on retrospective datasets that encode historic practices and biases.
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10. Future Research
The present paper proposes a conceptual and ontological framework, rather than a

validated computational implementation. Future work should therefore focus on opera-
tionalising and evaluating the proposed ontology in practice.

A first step would involve the creation of TfS-labelled datasets derived from simulation-
generated artefacts such as transcripts, observation notes, debrief outputs, process maps,
and system redesign documents. Annotation would involve assigning Simulation-Based In-
tentions (SBIs), theoretical lenses, contextual conditions, and relevant sociotechnical factors
to simulation artefacts using a structured coding framework. Rather than seeking universal
agreement, evaluation may focus on whether annotation decisions are theoretically defen-
sible, contextually coherent, and traceable to the declared simulation purpose. Areas of
disagreement may themselves provide useful insight into competing interpretations of
complex sociotechnical phenomena.

Subsequent research could explore how ontology-informed datasets influence AI-
supported reasoning across different model architectures, including large language models,
retrieval-augmented generation systems, and agentic AI approaches. Comparative studies
could examine whether ontology-informed models demonstrate greater semantic coherence,
contextual sensitivity, transparency, and alignment with simulation purpose than models
trained on unstructured simulation data alone.

Evaluation metrics may include agreement with expert human interpretation, con-
sistency of reasoning across contexts, accuracy of SBI classification, explainability of out-
puts, and the ability to distinguish between different simulation purposes despite similar
artefacts. Such work would provide an empirical basis for evaluating the central hypoth-
esis proposed in this paper: that explicit representation of simulation intention, context,
and theory may support more coherent and context-sensitive AI-supported reasoning in
healthcare simulation.

11. Discussion
AI will transform many bounded clinical decision tasks, but dominant drivers of

harm and variation in care remain sociotechnical and context-dependent [3–8]. Simulation
can engage these dynamics, yet AI applied to simulation will remain superficial while
simulation itself is heterogeneous and intention-opaque [19–21].

We propose Transformative Simulation (TfS) as the missing conceptual infrastructure:
an intentional architecture that can be formalised as an ontology for AI reasoning about sim-
ulation as a systems intervention. Within this framing, AI becomes a dependent coherence
engine—useful to the extent that human intentions, values, and contexts are declared and
encoded. The Intentionality–Simulation–Intelligence Triad and associated learning loop
provide a pragmatic model for aligning intentionality, representation, and computation.

This is a conceptual proposal rather than an empirical validation. However, the
illustrative annotation examples presented in Table 3 demonstrate one potential pathway for
operationalising intention-aware simulation datasets. Next steps include developing TfS-
labelled datasets; establishing governance approaches for ethically sensitive sociotechnical
data; and advancing methods for representing context, values, and intent in forms usable
by AI systems. This includes developing shared labelling standards for simulation intent,
piloting TfS-aligned datasets, and evaluating AI-supported simulation using coherence
and interpretability outcomes—rather than performance metrics alone. Interdisciplinary
collaboration among clinicians, patient safety and culture scientists, human factors experts,
simulation practitioners, AI researchers, and organisational leaders will be essential.

We do not yet know how agentic AI will evolve. But we can shape the conditions
under which AI learns and acts in simulation by ensuring that values and intentions are
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explicit, and by keeping normative decisions—about what counts as “good,” whose voices
matter, and what trade-offs are acceptable—within human responsibility. Done well, AI
and simulation can learn reciprocally: AI helping humans see system patterns more clearly,
and humans guiding AI toward ethically grounded, context-sensitive reasoning in service
of safer care.
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