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Abstract—As edge intelligence increasingly requires collabora-
tive training, data-driven decision-making, and privacy protec-
tion, personalized federated learning (PFL) has become pivotal in
addressing data silos and safeguarding sensitive information. Yet,
existing models struggle with generalization, privacy adaptability
across heterogeneous clients, and communication efficiency. To
overcome these challenges, a Personalized Trusted Federated
Learning (PT-FL) algorithm is proposed utilizing a logit in-
teraction architecture and knowledge cache. PT-FL minimizes
communication overhead by avoiding direct parameter exchange
between devices, thereby enhancing privacy on edge devices.
The server-side knowledge cache captures recent insights from
each client’s private data, guiding client model updates and
effectively mitigating Byzantine attacks and collusion. We have
formally verified a set of invariants that assures correctness of
asynchronous and concurrent cache operations, enabling safe,
scalable, and composable deployment of our neighbor-based
inference caching systems. Additionally, knowledge distillation
via the cache supports personalized client model training. An
extensive experiment demonstrate PT-FL’s superior performance.
Under normal conditions, PT-FL achieves high accuracy with
convergence 1.8 times faster than comparative algorithms. More-
over, under adversarial conditions, PT-FL maintains accuracy
at 72.8%, surpassing baseline methods by 19.7% to 74.6%,
thus validating its robustness against attacks through adaptive
contamination suppression.

Index Terms—Edge Intelligence, Personalized Federated
Learning, Trusted Privacy-Preserving, Knowledge Cache, Knowl-
edge Distillation.

I. Introduction

With the integration of edge computing and artificial intelli-
gence, edge intelligence has gained increasing attention. It en-
ables data processing, real-time decision-making, and privacy-
aware services directly at data sources [1], [3], [4]. However,
limited computation, storage, and bandwidth at edge devices
make collaborative learning with strong privacy guarantees
challenging [5]. Federated Learning (FL) addresses this issue
by allowing clients to train models locally and share only
model updates instead of raw data [6], [7]. Despite its advan-
tages, FL faces major challenges in edge environments. Device
heterogeneity leads to inconsistent generalization performance
[8]. Large-scale participation increases communication costs

[9]. In addition, privacy leakage and security threats, such as
malicious attacks, remain unresolved [2], [10].

Personalized Federated Learning (PFL) further improves
FL by learning client-specific models to handle data and
device heterogeneity [11]. Existing studies explore hierarchical
personalization [12], adaptive optimization under Non-IID data
[13], and refined knowledge aggregation across clients [14].
However, current PFL methods still suffer from limited privacy
protection and high communication overhead [15]. Strong
privacy mechanisms often increase computation cost, while
efficiency-oriented designs may weaken security. Moreover,
heterogeneous and distributed training remains vulnerable to
Byzantine attacks [16]. PFL aims to learn client-specific
models under data heterogeneity [10]. It improves model
adaptability and supports privacy-aware edge intelligence [17].
Early PFL studies focus on personalized optimization and
representation learning. Liu et al. [8] proposed a dual-loss
framework to balance personalization and generalization. Ren
et al. [18] introduced adaptive local aggregation for hetero-
geneous clients. These methods improve accuracy but offer
limited privacy protection and incur high communication
costs.

Furthermore, Zhao et al. [19] employed GAN-based data
generation to avoid model sharing. Cao et al. [20] introduced
server-guided updates to resist Byzantine attacks. Such meth-
ods enhance security but increase computation overhead, lim-
iting edge deployment. Zhi et al. [21] reduced communication
via knowledge-aware parameter mentoring. Yin et al. [22]
improved efficiency using parameter scheduling in multimodal
FL. However, privacy risks remain under malicious clients.
Recent work combines knowledge caching and distillation.
Wu et al. [23] proposed a cache-driven PFL framework for
asynchronous training. Liu et al. [24] studied federated edge
caching with reinforcement learning. These approaches reduce
overhead but do not address Byzantine threats. Motivated by
these limitations, this paper proposes a Privacy-Preserving
Trustworthy Federated Learning (PT-FL algorithm. It enables
logit-level interaction via a server-side knowledge cache. The
cache guides trustworthy updates and mitigates Byzantine at-



tacks. Knowledge distillation further enhances personalization
and privacy.

To overcome these limitations, this paper proposes a PT-
FL. It avoids direct parameter exchange and reduces com-
munication overhead through a server-side knowledge cache.
Knowledge distillation is further employed to support person-
alized model training while enhancing data privacy. The main
contributions are:
• We propose a unified cache-driven PT-FL framework that

operates in a logit-based knowledge space. By replacing
conventional parameter exchange with structured logit
interaction and a server-side knowledge cache, the pro-
posed framework establishes a communication-efficient
and privacy-aware learning paradigm for edge environ-
ments.

• We design a tightly coupled cache-centric optimization
mechanism that jointly integrates trust-aware aggregation
and personalization. Specifically, a trusted knowledge
cache is constructed to guide server-induced client rep-
resentations, enabling robustness against unreliable or
Byzantine updates. The cache further serves as the central
medium for a distillation-based personalization strategy,
where clients selectively absorb relevant knowledge un-
der server guidance, achieving adaptive learning across
heterogeneous data distributions.

• A broad experiment is conducted to verify the per-
formance of the PT-FL. Under normal conditions, PT-
FL achieves high accuracy with convergence 1.8 times
faster than comparative algorithms. Moreover, under ad-
versarial conditions, PT-FL maintains accuracy at 72.8%,
surpassing baseline methods by 19.7% to 74.6%, thus
validating its robustness against attacks through adaptive
contamination suppression.

The remainder of this paper is organized as follows. Sec-
tion II presents the PT-FL algorithm. Section III-B reports
experimental results. Section IV concludes the paper.

II. Algorithm Description

A. Algorithm Framework
Fig. 1 shows the proposed knowledge cache-driven PFL

framework for trustworthy and privacy-preserving edge intelli-
gence. The server maintains a knowledge cache to store recent
sample-level knowledge. The cache guides client updates and
mitigates Byzantine collusion. Knowledge distillation is used
for personalized model training. During initialization, clients
upload hash values in a single round. The server applies
HNSW [23] to compute cosine similarity. For each client
sample, the top-R similar cache entries are retrieved. The
server also measures the similarity between client and server
update directions. Updates aligned with the server direction are
considered reliable. A trusted traction score is assigned to each
client update by jointly considering direction and magnitude.

During training, clients upload traction scores and sample
indices in each round. The server retrieves the corresponding
top-R cached knowledge and updates the global model. The

Fig. 1. Illustration of the proposed PT-FL algorithm driven by Knowledge
Cache.

Algorithm 1: PT-FL Framework
1: Initialize global model fθ
2: for each communication round t = 1, . . .,T do
3: Server broadcasts fθ to selected clients
4: for each client k in parallel do
5: Update local model using E epochs
6: Compute logits Zk on local samples
7: Upload Zk (with hashes and labels) to server
8: end for
9: Server constructs pseudo updates Vk

10: Compute trusted reference direction V0
11: Aggregate V =

∑
k αkVk

12: Update global model using V
13: end for
14: return trained global model

matched knowledge and server update direction are sent back
to clients. Each client performs local distillation using the
received knowledge. Note that in each round of commu-
nication, the client does not transmit model parameters or
gradients. Instead, each client k uploads a set of tuples.
Mk = {(hi, yi,zki )}

nk
i=1, where hi denotes a sample identifier

(or hash), yi is the label, and zki is the corresponding logit
vector. The server aggregates these logits into a global cache
and performs all subsequent computations, including repre-
sentation construction and aggregation, on the server side.
Therefore, no direct parameter exchange occurs throughout the
training process. The corresponding pseudocode is displayed
in Algorithm 1.

B. Construction of Knowledge Cache Library
The server maintains a knowledge cache to asynchronously

retrieve relevant knowledge with bounded complexity. For each
sample, only its top-R nearest neighbors in the hash space are
considered. The cache consists of four mappings: Label-to-
Index (LI), Index-to-Knowledge (IK), Index-to-Hash (IH), and
Index-Relation (IR).

As shown in Algorithm 2, each client uploads the hash value
hk
i of sample (k, i), which is stored in IH. The index is added



Algorithm 2: Construction of Knowledge Cache Li-
brary

Begin
Initialize relevant parameters;
Receive hash values hk

i uploaded from client k ;
Obtain and update all index (k, i), including LI, IK, IH;
Build relationships through HNSW;
For each (k, i) do

Receive (k, i) and zki from client k;
Retrieval R related knowledge from the knowledge

cache;
Obtain ensembled fetch knowledge zrki ;
Send zrki to client k;;
Update knowledge cache;

End For
End
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Fig. 2. Diagram of the proposed Trusted Traction for Knowledge Cache.

to LI based on its label. The corresponding knowledge in IK
is initialized to zero. Label-based indexing reduces the search
space and improves efficiency. For each sample, HNSW [23]
is applied to compute cosine similarity and retrieve the top-
R neighbors. These relations are stored in IR. The retrieved
neighbor knowledge is aggregated and used to update IK.
Knowledge retrieval is asynchronous and requires only the
requesting client to be online.

C. Trusted Traction on Server

In practical FL systems, malicious clients may manipulate
local data or model updates, thereby distorting the global
optimization trajectory. To address this issue, we introduce
a trusted traction mechanism that evaluates the reliability of
each client update by comparing its direction with a server-side
reference update direction. Unlike prior work that assumes an
ideal trusted global update, the server reference direction in
PT-FL is constructed through a hybrid mechanism combining
a small trusted seed dataset and cache-guided stabilization.
Fig. 2 illustrates this process. Specifically, the server maintains
a lightweight trusted dataset Ds , which is either publicly avail-
able or synthetically generated with verified labels. At each
communication round, the server computes a reference update
vector V (s)0 based on Ds . To further enhance robustness against
gradual poisoning, the server integrates historical knowledge
from the cache to obtain a stabilized direction:

V0 = λV
(s)
0 + (1−λ)V

(c)
0 , (1)

where V (c)0 denotes the cache-induced update direction aggre-
gated from previously verified knowledge entries, and λ ∈ [0,1]
controls the balance between trusted supervision and historical
consistency. This design prevents the server direction from be-
ing dominated by potentially compromised client updates and
mitigates slow drift attacks. To maintain consistency with the
communication-efficient design, we emphasize that no explicit
model parameters or gradients are transmitted from clients
to the server. Instead, each client uploads only logit-level
information derived from its local data. Based on the uploaded
logits, the server constructs a surrogate representation of each
client’s contribution. Specifically, for client k, we define a
logit-induced pseudo update direction:

Vk = ∇θLdistill( fθ,Zk), (2)

where Zk denotes the set of logits uploaded by client k,
and Ldistill is a distillation loss computed between the current
global model fθ and the received logits. We stress that Vk is not
an actual gradient computed on the client side, but a server-
side induced representation derived solely from transmitted
logits. For each client update Vk , the trusted traction score
is computed using cosine similarity with the stabilized server
direction:

TSk = ReLU(Simk), (3)

Simk =
⟨Vk,V0⟩

∥Vk ∥ · ∥V0∥
, (4)

where TSk denotes the trusted traction score of client k.
Each client update is then normalized to align with the server
magnitude:

Vk =
∥V0∥

∥Vk ∥
Vk . (5)

Finally, the global update is computed as:

V =
1∑N

k=1 TSk

N∑
k=1

TSk ·Vk, (6)

where N is the number of participating clients. By grounding
the reference direction in both trusted seed data and cache-
consistent knowledge, PT-FL achieves improved robustness
compared to purely angle-based defenses.

D. Personalized Training on Client

Client-side personalization is achieved by distilling knowl-
edge retrieved from the server cache. The retrieved knowledge
is similar to the client’s private data. This process improves
local adaptation. The server update direction further guides
client optimization. As shown in Algorithm 3, each client first
uses a pre-trained encoder f h(·) to generate hash values for
local samples, hk

i = f h(xki ). The hash values, sample indices,
and labels are uploaded to initialize the server cache.



Algorithm 3: Personalized Training on Client
Begin

/*Initialization Phase*/
Initialize relevant parameters;
For each (xki , y

k
i ) ∈ Dk do

hk
i ← f h(xki );

Upload hk
i with index (k, i) and label yki to the serve;

End For
/*Training Phase*/
For each (xki , y

k
i ) ∈ Dk do

zki ← f k(xki );
Upload zki with index (k, i) to server;;
Calculate the trusted traction score;
Download server global model update vector;;
Download averaged ensemble knowledge zki from the

sever;
Update and optimize the model of client k;

End For
End

For each training sample (xki , y
k
i ), client k extracts sample

knowledge zki = f k(xki ) and uploads it with index (k, i). The
server then returns the top-R related knowledge entries:

(zrki )1, (zrki )2, . . ., (zrki )R = KC(hk
i ; k, i), (7)

where (zrki )s denotes the s-th retrieved knowledge item. The
retrieved knowledge is averaged and sent back to the client.
The client applies knowledge distillation [5] to update its local
model. Guided by trusted traction, the client model converges
toward a personalized and stable solution.

For client personalization, all clients adopt the same back-
bone architecture as the global model, and perform local
adaptation via knowledge distillation. Specifically, the global
model acts as a teacher, and each client minimizes a com-
bined objective consisting of the standard cross-entropy loss
and a distillation loss defined as the KL divergence be-
tween temperature-scaled logits, which will improve knowl-
edge transfer and calibration. The teacher logits are smoothed
through temperature scaling to avoid overconfident predictions.
In cases where the teacher predictions conflict with local
ground-truth labels, the local supervision term dominates the
optimization, while the distillation term serves as a regularizer
to preserve useful global knowledge. This design ensures
stable personalization under heterogeneous and potentially
inconsistent data distributions.

E. Privacy Threat Analysis
The proposed framework adopts a logit-based communica-

tion paradigm, which avoids direct sharing of model param-
eters or raw data. However, since clients upload sample-level
logits and lightweight metadata, potential privacy risks may
still arise. We consider an honest-but-curious server that may
attempt to infer sensitive information from received messages,
as well as adversarial clients that may exploit the shared cache.

TABLE I
Description of relevant parameters.

Parameter Name Parameter Value
Number of clients 20
Number of communication rounds 100
Number of associated samples per client 16
Federated learning rate 0.01
Partition hyper-parameter (α) 1
Weight decay parameter 5×10−4

In particular, membership inference attacks constitute the pri-
mary threat, as training samples may exhibit higher-confidence
predictions compared to unseen data. To mitigate such risks,
we incorporate a confidence regularization mechanism during
logit transmission. Specifically, uploaded logits are smoothed
via temperature scaling to reduce overconfident predictions,
and optional noise injection can be applied to further obscure
membership signals while preserving utility for distillation. In
addition, the server-side cache is designed with privacy-aware
constraints, including hash-based indexing, limited retention,
and aggregation-only access, which collectively reduce the
exposure of individual client contributions. We emphasize that
the proposed design provides a privacy-aware communication
mechanism rather than formal differential privacy guarantees.
Nonetheless, by operating in an abstracted knowledge space
and limiting long-term storage of sensitive signals, the frame-
work significantly reduces practical leakage risks compared to
parameter-based FL.

III. Simulation Experiment

A. Datasets
We will test the algorithm performance on dataset CIFAR-

10 [27]. It is a widely used benchmark dataset for object recog-
nition, comprising 60,000 RGB color images of size 32×32
across 10 classes, with 50,000 training samples and 10,000
test samples. Owing to its real-world visual complexity and
noise, CIFAR-10 is well suited for evaluating deep learning
models in image recognition tasks.

B. Simulation Settings
1) Algorithm Setting: To evaluate client-level personaliza-

tion, PT-FL is compared with FedAvg [28], Per-FedAvg [29],
FedICT [30], and FedCache [23]. FedAvg serves as a stan-
dard baseline but lacks personalization under Non-IID data.

(a) Servers (b) Clients
Fig. 3. Variation of average accuracy (AAC) obtained on the CIFAR-10
dataset in a no attack scenario.



Per-FedAvg introduces meta-learning to adapt to heteroge-
neous client distributions. FedICT improves personalized per-
formance via knowledge distillation while alleviating client
drift. FedCache enhances communication efficiency through
sample-aged logit caching, making it suitable for resource-
constrained environments. These methods represent different
personalization and communication strategies in FL, enabling
a comprehensive evaluation of PT-FL in terms of person-
alization accuracy, privacy preservation, and communication
efficiency. All algorithm-specific hyperparameters follow the
original implementations. Unless otherwise stated, 20% of
client data is injected with noise.

2) Parameters Setting: We adopt a standard FL protocol
and explicitly distinguish between communication rounds and
local training epochs to ensure clarity and reproducibility.
The server-side cache is implemented using a fixed-capacity
structure with a sliding window update policy. Unless oth-
erwise specified, the cache stores up to N = 104 entries,
each consisting of a hash, label, and logit vector, resulting
in a memory footprint on the order of a few megabytes. For
efficient retrieval, we employ HNSW with standard param-
eters (graph degree M = 16 and efSearch = 50), balancing
retrieval accuracy and efficiency. Let T denote the number
of communication rounds, and E denote the number of local
epochs performed by each client per round. In each commu-
nication round, a subset of clients is selected to participate.
Each selected client updates its local model using E epochs
of stochastic gradient descent on its private dataset, and
then uploads logit-level information to the server. The server
aggregates the received information and updates the global
model accordingly. Unless otherwise specified, we set T = 100
communication rounds and E = 1 local epoch per round in all
experiments. This configuration follows common practice in
FL and avoids excessive local updates that may lead to client
drift. The FedML data partition scheme [6] is adopted, where
the Dirichlet parameter α controls data heterogeneity across
clients. Smaller α indicates higher Non-IID levels. The same
partitioning strategy is applied to both training and test sets to
ensure consistent label distributions per client. All compared
methods are evaluated under the same settings to ensure fair
comparison, and average performance is reported. The default
parameter settings are summarized in Table I.

C. Result Analysis
1) Accuracy verification: Fig 3 reports the average accuracy

(AAC) on the CIFAR-10 dataset in the no-attack scenario,
including both server-side convergence behavior and client-
side personalized performance. As shown in Fig 3(a), PT-FL
achieves the fastest convergence and the highest final AAC
among all compared methods. Specifically, PT-FL rapidly
stabilizes after early communication rounds and consistently
outperforms FedAvg, Per-FedAvg, FedICT, and FedCache.
This indicates that cache-driven logit interaction effectively
improves global model aggregation under heterogeneous data
distributions. In contrast, FedAvg converges to a lower ac-
curacy due to its inability to handle personalization, while

TABLE II
Average Accuracy (AAC) obtained by different algorithms training

different clients on the CIFAR-10 dataset without attack (%).

Client FedAvg Per-FedAvg FedICT FedCache PT-FL
Client 0 73.71 79.78 47.79 56.99 79.96
Client 1 84.18 79.88 57.81 62.70 81.64
Client 2 80.75 79.56 55.75 58.53 82.54
Client 3 58.20 69.06 43.44 42.62 71.11
Client 4 77.39 77.94 60.48 61.95 75.18
Client 5 76.68 70.43 50.96 51.68 72.84
Client 6 69.52 75.44 55.26 52.41 76.32
Client 7 83.24 75.85 48.86 56.82 77.56
Client 8 82.44 80.95 61.01 61.61 84.82
Client 9 64.77 74.72 43.47 49.15 76.14
Client 10 83.09 80.39 51.72 57.35 79.17
Client 11 84.09 79.73 57.58 53.79 78.79
Client 12 63.62 82.02 57.02 61.94 81.18
Client 13 93.65 90.96 77.69 75.58 85.77
Client 14 84.84 77.25 61.89 62.70 80.53
Client 15 63.81 77.43 55.41 60.63 75.93
Client 16 89.26 88.38 71.30 70.25 84.33
Client 17 86.30 80.82 61.13 65.75 81.85
Client 18 54.96 77.57 56.80 59.01 79.04
Client 19 83.02 79.85 57.09 55.97 82.65
Average 76.88 78.90 56.62 58.87 79.37

Per-FedAvg and FedICT show moderate gains but suffer from
slower convergence or accuracy saturation.

Fig 3(b) further presents the client-level accuracy at the
best communication round. PT-FL exhibits consistently high
performance across all clients, with limited variance among
different participants. This demonstrates that PT-FL not only
improves the global model but also delivers stable and effective
personalization for individual clients. The results confirm that
leveraging server-side knowledge caching and trusted guidance
enables PT-FL to achieve superior accuracy and robustness in
benign environments.

Table II presents the client-specific average accuracy of
personalized training on CIFAR-10. The results demonstrate
the following performance ranking: PT-FL (79.37%) > Per-
FedAvg (78.90%) > FedAvg (76.88%) > FedCache (58.87%)
> FedICT (56.62%). Notably, performance disparities ex-
ceeding 20% are observed among clients, particularly in
FedAvg and FedICT, which may be attributed to asynchronous
training mechanisms. In such settings, delayed client-server
communication can hinder timely knowledge updates, thereby
compromising model optimization.

2) Robustness Verification: To evaluate algorithmic robust-
ness, we conducted adversarial testing through data poisoning
and model deception attacks. The experimental configura-
tion comprised 30% compromised clients per communication
round, 20% data contamination, and a gradient scaling factor
of -10 for model deception.

Fig 4 illustrates the AAC on the CIFAR-10 dataset under
attack conditions, including both server-side robustness and
client-side personalized performance. As shown in Fig 4(a),



TABLE III
Average Accuracy (AAC) obtained by different algorithms training

different clients on the CIFAR-10 dataset under attack (%).

Client FedAvg Per-FedAvg FedICT FedCache PT-FL
Client 0 74.26 77.39 52.57 45.04 77.94
Client 1 66.80 46.68 10.55 22.07 65.04
Client 2 71.43 54.96 7.74 0.00 68.85
Client 3 62.70 69.88 46.52 6.56 65.58
Client 4 80.51 75.74 60.48 2.57 79.41
Client 5 74.04 67.79 50.48 2.16 70.19
Client 6 74.34 76.10 42.76 3.95 76.97
Client 7 82.39 73.86 52.27 10.51 78.41
Client 8 41.07 26.49 42.26 13.39 37.80
Client 9 65.91 69.03 46.59 18.75 74.43
Client 10 82.84 78.43 52.21 11.76 81.13
Client 11 78.60 82.01 58.14 19.51 83.52
Client 12 71.63 80.90 56.74 2.81 79.07
Client 13 68.46 62.69 21.54 35.77 66.15
Client 14 79.92 77.87 63.73 0.61 78.69
Client 15 66.04 73.51 58.40 18.47 77.61
Client 16 87.50 85.74 70.95 8.10 85.04
Client 17 84.93 81.51 61.99 11.99 83.39
Client 18 54.23 51.84 11.95 2.57 64.34
Client 19 62.69 37.31 16.23 3.73 62.87
Average 71.51 67.49 44.20 12.02 72.82

PT-FL maintains a significantly higher AAC than all base-
line methods throughout the training process. Although the
presence of malicious clients degrades the performance of
all approaches to some extent, PT-FL shows only a limited
accuracy drop and converges steadily. In contrast, FedAvg
suffers from severe performance degradation, indicating high
vulnerability to adversarial updates. Per-FedAvg and FedICT
exhibit improved robustness but still experience unstable con-
vergence and reduced final accuracy under attack.

Fig 4(b) reports the client-side accuracy under attack.
PT-FL consistently outperforms the baselines across clients,
with noticeably smaller performance fluctuations. This result
demonstrates that the trusted traction mechanism effectively
suppresses malicious update directions, while cache-driven
knowledge distillation preserves personalized learning. Over-
all, the results in Fig. 4 confirm that PT-FL achieves strong
robustness and reliable personalization in adversarial environ-
ments.

Table III reports personalized training accuracy on CIFAR-
10 under coordinated data poisoning and model decep-

(a) Servers (b) Clients
Fig. 4. Variation of average accuracy (AAC) obtained on the CIFAR-10
dataset under attack.

tion attacks. PT-FL achieves 72.82%, outperforming FedAvg
(71.51%), Per-FedAvg (67.49%), FedICT (44.20%), and Fed-
Cache (12.02%). FedCache shows catastrophic failures with
some clients reaching 0% accuracy, while PT-FL maintains
robustness, with 95% of clients above 60%. Performance
varies across PT-FL clients (37.80%-85.04%) due to local
model degradation and poisoned knowledge propagation. Its
resilience stems from a trusted root mechanism that reduces
contamination weight by 68.7% during aggregation.

3) Communication Cost Analysis: We further analyze the
communication efficiency of the proposed framework by quan-
tifying the uplink and downlink costs per communication
round. In FedAvg, each client uploads model parameters or
gradients of size |θ |. For a typical model such as ResNet-18
with approximately 107 parameters using 32-bit precision, the
uplink communication per client is around 40 MB per round.
In contrast, our method adopts a logit-based communication
mechanism. Each client uploads a set of sample-level logits
along with lightweight metadata. For clarity, we further de-
compose the uplink message into its individual components.
Under the CIFAR-10 setting (d = 10, nk = 500), each client
transmits approximately 500 hashes, 500 labels, and 500 logit
vectors. This corresponds to about 2 KB for hashes, 0.5 KB
for labels, and 20 KB for logits, totaling approximately 22
KB per round. No additional information, such as gradients,
model updates, or trust scores, is transmitted. This represents
a reduction of nearly three orders of magnitude compared to
parameter transmission. The downlink communication remains
comparable to standard FL, as the global model is broadcast to
all clients. These results demonstrate that the proposed frame-
work significantly reduces communication overhead, particu-
larly in the uplink direction, which is typically the bottleneck in
edge environments. This efficiency makes the approach well-
suited for bandwidth-constrained scenarios while maintaining
competitive learning performance.

4) Discussion: We note that the current evaluation focuses
on a representative benchmark setting, which has been widely
adopted in FL literature to simulate heterogeneous data dis-
tributions. Although our experiments focus on this standard
configuration, the PT-FL is model-agnostic and can be readily
extended to other datasets and architectures, as it operates on
logit-level knowledge rather than model-specific parameters.
We further analyze the contribution of key components, in-
cluding the knowledge cache, trusted traction mechanism, and
distillation-based personalization. The cache enables efficient
knowledge reuse and improves convergence under non-IID
settings. The trusted traction mechanism suppresses unreli-
able or adversarial updates by down-weighting misaligned
client contributions. The distillation component enhances local
adaptation by incorporating global knowledge. These compo-
nents are complementary and jointly contribute to the overall
performance of the framework. Extending the evaluation to
additional benchmarks, more diverse edge scenarios would
provide further insights into the generality of the framework.
We consider this an important direction for future work and
will explore it in subsequent studies.



IV. Conclusion
In this paper, we propose the PT-FL algorithm, which

is based on a logits interaction architecture and driven by
a knowledge cache, designed to address the challenges of
communication overhead and privacy-preserving in edge de-
vices. The core innovation of the PT-FL algorithm lies in
the construction of a knowledge cache at the server, which
captures the latest knowledge related to each client’s private
data. It allows the server to provide trusted traction for the
update of client models, preventing interference from Byzan-
tine attacks or client collusion. Additionally, the algorithm
leverages knowledge distillation driven by the knowledge cache
to further enhance the personalization of client models, thereby
strengthening the privacy-preserving of data on edge devices.
To evaluate the effectiveness of the proposed algorithm, we
conducted extensive experiments on the CIFAR-10. The ex-
perimental results show that PT-FL demonstrates superior
performance in both standard and adversarial FL scenarios.
Under normal conditions, it achieves state-of-the-art accuracy
(79.37% on CIFAR-10) with accelerated convergence (1.8×
faster than FedAvg), outperforming baselines by 1.03–22.75%
in final accuracy. When subjected to coordinated attacks, PT-
FL maintains robust operation with 72.82% and 86.60% accu-
racy on respective datasets -19.7–74.6% higher than vulnerable
counterparts like FedCache. In the future work, we hope that
more advanced strategies can be integrated into this framework
to enhance the effectiveness and robustness of the algorithm.
And deploy the corresponding systems in scenarios such as
smart cities to truly help solve practical problems.
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