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Abstract—The rapid growth of Internet of Things (IoT) devices
has expanded opportunities for cyberattacks, with botnet attacks
posing a major threat to network infrastructure and data security.
Machine learning has shown promise in detecting such attacks,
but most existing methods are offline, limited to binary classifi-
cation, and rarely support real-time detection or identify specific
attack types. This paper presents a real-time machine learning
framework for IoT botnet detection and analysis. The framework
not only detects attacks but also classifies their nature, providing
security analysts with clearer insights. It integrates explainability
features to improve transparency and interpretation in practi-
cal contexts. To evaluate performance, four machine learning
models are employed: Logistic Regression, Random Forest, Naive
Bayes, and LightGBM. Comparative analysis highlights accuracy,
processing speed, and interpretability in real-time intrusion
detection. Using the IoT-23 dataset, which reflects real-world
malware campaigns, the framework demonstrates a modular,
transparent, and scalable solution that bridges research and
practical implementation.

Index Terms—IoT security, botnet detection, real-time intru-
sion detection, machine learning, network traffic analysis.

I. Introduction

The exponential growth of digital communication has sig-
nificantly increased the scale and complexity of cyber threats.
Among these, botnets are recognized as one of the most
dangerous and widespread forms of malicious cyber activity.
A botnet refers to a network of compromised devices, often
called bots or zombies, that attackers remotely control to
conduct coordinated malicious activities such as Distributed
Denial of Service (DDoS) attacks, spam distribution, data theft
or cryptocurrency mining [1]. Botnets continue to evolve in
sophistication by leveraging encrypted communication, peer-
to-peer networks, and domain generation algorithms to evade
detection. Their ability to mimic legitimate traffic and adapt
to countermeasures renders traditional rule-based Intrusion
Detection Systems (IDSs) increasingly ineffective. The 2023
ENISA Threat Landscape Report confirms that botnets remain
a key enabler of cybercrime, particularly in attacks against
public services, financial institutions, and critical infrastructure
[2]. In response, machine learning (ML) techniques have
gained prominence for network traffic analysis, offering dy-
namic and adaptive detection capabilities superior to static,
rule-based systems [3].

Despite these advantages, existing ML-based IDS frame-
works face notable limitations, including lack of transparency,
high computational requirements, and reduced effectiveness in
real-time traffic environments. The demand for real-time de-
tection is especially critical in high-throughput settings, where
delays in identifying threats may result in severe consequences.
At the same time, explainability has become a fundamen-
tal requirement to meet regulatory expectations and support
forensic investigations. This work addresses these issues by
developing a framework that simultaneously enables real-time
botnet detection and ensures explainability in decision-making.

Although machine learning improves detection rates for
botnet-related activities, several practical challenges remain.
Many models are trained offline on benchmark datasets and
do not integrate with real-time detection frameworks, thereby
limiting applicability in live network environments where rapid
responses are essential. In addition, many ML models function
as black boxes, providing little insight into their decision-
making processes. This opacity undermines trust and com-
plicates deployment in Security Operation Centers (SOCs),
where explainability is critical for rapid response and thorough
documentation [4]. Efforts to enhance explainability often
result in trade-offs, reducing accuracy or introducing delays
that are unacceptable in real-time contexts. Another persistent
challenge lies in dataset quality: public datasets are frequently
unbalanced, contain redundant features, and fail to capture
the diversity of real-world attack patterns. Without effective
preprocessing and feature selection, models are prone to over-
fitting and poor generalization when exposed to novel threats
[5]. These challenges highlight the need for an ML framework
that utilizes balanced and representative data, achieves high
accuracy in real-time detection, and incorporates explainability
mechanisms to enhance trust and usability.

This work proposes a reliable and transparent traffic clas-
sification framework designed to operate in real-time en-
vironments. The framework emphasizes accurate detection
while ensuring explainability, thereby improving usability in
modern communication and information systems. The main
contributions of this study are summarized as follows:

• A comprehensive preprocessing and evaluation pipeline
for large-scale labeled network traffic datasets, including
removal of redundant features, class balancing, preserva-



tion of diverse attack types, and a comparative study of
multiple ML algorithms (Logistic Regression, Random
Forest, Naive Bayes, and LightGBM) to identify the best
trade-off between accuracy and efficiency.

• An integrated real-time detection framework embedding
the best-performing model, capable of classifying traffic
as benign or malicious and further categorizing malicious
flows into specific attack types such as DDoS, Command
& Control (C&C), and PortScan, thereby improving sit-
uational awareness.

• A controlled simulation and deployment environment to
validate real-time performance, robustness, and explain-
ability, ensuring transparency and operational feasibility
of the proposed framework.

The rest of this paper is organized as follows. Section II
reviews related work and outlines research gaps. Section III
presents the system requirements and design. Section IV de-
tails the proposed framework, including preprocessing, model
training, and real-time integration. Section V reports evalua-
tion results, followed by critical analysis in Section VI. Sec-
tion VII concludes the paper with a summary of contributions
and future directions.

II. Existing Works
The exponential growth of digital communication has inten-

sified the scale and complexity of cybersecurity threats, with
botnets emerging as one of the most persistent and damaging
forms of attack. Botnets, which are networks of compromised
devices controlled by remote attackers, are capable of launch-
ing large-scale malicious activities such as DDoS attacks, data
theft, spam dissemination, and cryptocurrency mining [6],
[7]. Their distributed nature, adaptive behavior, and ability
to leverage Internet of Things (IoT) devices make detection
increasingly difficult [8]. Modern botnets often employ en-
crypted communication, peer-to-peer (P2P) architectures, and
domain generation algorithms (DGAs), enabling them to evade
traditional detection and dismantling strategies [9]. The Mirai
botnet remains a landmark example of IoT-driven attacks,
while recent reports reaffirm that botnets continue to serve
as major enablers of cybercrime [10]. ML has emerged as
a promising approach for intrusion detection, offering adapt-
ability beyond traditional rule-based systems [11]. Supervised
learning algorithms such as Random Forest, Support Vector
Machines, and LightGBM are effective in classifying mali-
cious traffic, with LightGBM standing out for its scalability
and low latency [12]. Unsupervised approaches, including
clustering and autoencoders, enable anomaly detection and
zero-day attack identification [13], while hybrid models at-
tempt to balance precision with adaptability [14]. Despite
these advances, challenges remain due to dataset imbalance,
redundant features, and adversarial manipulation, which reduce
model robustness and generalizability [15]. Preprocessing, fea-
ture selection, and ensemble strategies are commonly adopted
to mitigate these issues. Several open-source tools and datasets
also support IDS development. Signature-based tools such as
Snort and Suricata detect known attacks but struggle with

novel threats [16], while Zeek offers detailed traffic analysis
but lacks built-in classification [17]. Datasets like CICIDS2017
[18], UNSW-NB15 [5], and CTU-13 [19] have been widely
used, though each has limitations in diversity and balance. The
IoT-23 dataset is particularly relevant for IoT botnet research,
providing labeled traffic from real-world malware [14], yet it
also requires extensive preprocessing to address imbalance.

Real-time detection introduces further challenges, as many
ML models are computationally intensive and ill-suited for
time-sensitive environments. Tree-based models like Light-
GBM strike a useful balance, but the demand for explainability
remains critical in security operations. Methods such as SHAP
and LIME offer interpretability by attributing predictions to
input features [20], [21], though they introduce computational
overhead. At the same time, exposing model logic can increase
vulnerability to adversarial exploitation [15], creating a tension
between transparency and security. Despite progress, gaps
remain in the literature. Many ML-based intrusion detection
systems are evaluated only in offline experiments and rarely
address real-time constraints. Explainability is often treated
as an afterthought, limiting operational trust and usability.
Moreover, most studies rely on binary classification without
sufficient categorization of attack types, reducing their utility
for incident response [22]. Over-reliance on outdated or im-
balanced datasets further limits generalisation, highlighting the
need for balanced and representative data.

To this end, prior work demonstrates the potential of ML
for intrusion detection but reveals shortcomings in real-time
applicability, interpretability, and dataset quality. This paper
addresses these gaps by developing a real-time, interpretable
ML framework for botnet detection that employs contemporary
datasets, incorporates balanced preprocessing, and integrates
explainability directly into the detection pipeline.

III. Requirements Analysis and Design
This section presents a systematic approach for identifying,

analyzing, and specifying the requirements for developing a
real-time machine-learning-based botnet detection framework.
The process is informed by existing academic literature,
industry tools such as Snort, Zeek, and Suricata, and the
limitations of traditional intrusion detection systems, which
include reliance on static rule-based detection, limited real-
time capability and lack of interpretability [19]. Cybersecu-
rity design methodologies such as task decomposition, threat
modeling, and comparative evaluation guide the specification
process, while recent work in Explainable AI (XAI) motivates
the integration of SHAP for feature-level transparency [20].
Based on these insights, the system is designed with four
primary features: a preprocessing pipeline for data cleaning
and balancing, a modular training architecture supporting
multiple algorithms, a real-time classification server, and an
optional explainability module to enhance analyst trust. The
analysis is guided by several assumptions. Network traffic
data are represented using structured connection logs (e.g.,
Zeek-formatted conn.log.labeled files), and these logs are
assumed to remain consistent across environments, ensuring



uniform preprocessing. The IoT-23 dataset is assumed to pro-
vide representative coverage of real-world conditions, though
retraining may be required for unseen attacks. Constraints are
imposed by hardware (8 GB RAM, Apple M2) and time limits,
which guide the choice of lightweight models such as Light-
GBM [12]. Explainability is provided on demand to preserve
responsiveness. In this work, SHAP is selected for its ability to
provide consistent and locally accurate explanations of model
predictions, helping analysts understand the contribution of
each feature to a detection decision.

Functional requirements are identified using decomposition
and prioritized with the MoSCoW method. Essential needs
include classifying network traffic as benign or malicious in
real time, categorizing attack types, and providing a REST
API. Optional elements involve confidence scores, analyst
explanations, dashboard visualization, and audit logging. Non-
functional requirements specify responses under 100 millisec-
onds, accuracy above 95 percent, Python 3.9 compatibility,
modular updates, SHAP-based explanations, and support for
concurrent clients. These requirements directly shape the mod-
ular design of the system. Each component, including prepro-
cessing, classification, and explanation, is clearly separated to
allow reuse, testing, and easier debugging. The architecture is
designed for clarity, maintainability, and adaptability, ensuring
that the framework achieves a balance between real-time
performance, accuracy, and transparency while remaining open
to future improvements such as new algorithms, additional
traffic types, and advanced explainability tools.

Fig. 1. Our Proposed Framework

IV. Proposed Framework and System Design

We designed our framework as a modular architecture
that aims for flexibility, scalability, and operational feasibility,
as illustrated in Fig. 1. Each component of the pipeline,
from data ingestion to deployment, operates independently,
thereby simplifying maintenance and extension. We base the
design on the IoT-23 dataset [14], which captures a variety
of botnet scenarios and provides both binary and multiclass
classification labels. Our main goals are to address class
imbalance, compare algorithms in a fair manner, achieve real-
time performance, and incorporate explainability for analyst
support. After evaluation, we select LightGBM as the best
model because it combines accuracy and speed effectively
[12]. We deploy our trained models on a Flask server with

Socket.IO for low-latency communication and SHAP for on-
demand interpretability [20]. Our system follows a pipeline
with four stages: (i) preprocessing of IoT-23 traffic, (ii) model
evaluation and training, (iii) deployment on a Flask-based
inference server, and (iv) real-time monitoring with optional
explainability. Raw Zeek logs are cleaned, balanced, and
reduced to essential features before model training. We train
two models: a binary classifier for identifying malicious traffic
and a multiclass classifier for classifying attack types. Both are
serialized and integrated into a lightweight inference server
that streams predictions to a real-time dashboard.

The IoT-23 dataset contains 23 labelled traffic captures from
real-world IoT malware, including Mirai, Torii, and Okiru. Un-
like older datasets such as KDD’99 or CTU-13, IoT-23 reflects
modern threats and provides both binary and multiclass labels.
Effective preprocessing is essential for robust model perfor-
mance. We parse Zeek .log.labeled files, balance attack
classes to reduce skew, and remove identifiers and redundant
metadata. Numerical features are standardized, missing values
are replaced with medians, and duplicate rows are removed.
The final balanced dataset supports both binary detection
and multiclass attribution. Preprocessing is carried out in
Python using Pandas, NumPy, and Regex utilities. To evaluate
trade-offs among accuracy, interpretability, and latency, we
compare four algorithms: Logistic Regression, Random For-
est, Naive Bayes, and LightGBM. Logistic Regression offers
simplicity and interpretability but struggles with nonlinear
traffic patterns. Random Forest improves expressiveness and
provides feature importance, but it is more computationally
expensive [23]. Naive Bayes prioritizes speed and efficiency,
although it performs poorly when features are correlated [24].
LightGBM achieves the best performance in terms of accuracy
and inference time, making it suitable for real-time botnet
detection [12].

We use a unified training pipeline with scikit-learn [25]. A
stratified 70:30 train-test split maintains class balance. Binary
classifiers are trained on the full dataset, while multiclass
classifiers are trained on malicious samples only. Prepro-
cessing steps include one-hot encoding, z-score scaling, and
label encoding, applied consistently across models. Models are
serialized with Joblib for reproducible deployment. Training
and inference times are measured, confirming LightGBM as
the most practical choice for deployment. The trained models
are deployed on a Flask server with two REST API endpoints.
The first endpoint, /predict, accepts JSON flows and returns
binary and multiclass predictions with confidence scores. The
second endpoint, /explain, uses SHAP values to show the
contribution of each feature to the prediction. To support
real-time monitoring, Socket.IO provides persistent WebSocket
communication with dashboards and streams predictions and
metadata to clients immediately. SHAP explanations are gen-
erated only when requested, ensuring that the server remains
responsive.

Our implementation uses Python 3.9 with scikit-learn,
LightGBM, and SHAP for modeling and interpretability. Pan-
das and NumPy are used for preprocessing, while Flask and



TABLE I
Comparison of ML models by training time and test accuracy

Model Training time (s) Test accuracy (%)
Logistic Regression 0.32 85.97
Random Forest 6.79 99.92
LightGBM 0.63 99.94
Naive Bayes 0.04 48.63

TABLE II
Comparison of classification models across accuracy, training time,

and F1-scores

Metric Logistic
Regression

Random
Forest LightGBM Naive

Bayes
Accuracy (%) 85.97 99.92 99.94 48.63
Training time (s) 0.32 6.79 0.63 0.04
F1-score (malicious) 0.88 1.00 1.00 0.17
F1-score (benign) 0.82 1.00 1.00 0.63

Flask-SocketIO support deployment. Experiments are carried
out on macOS 15.0 with an Apple M2 processor and 8 GB of
RAM. We rely on Git for version control and modular scripts
for reproducibility. As a result, we develop a modular real-
time framework that combines accuracy, responsiveness, and
transparency. The IoT-23 dataset provides a realistic basis, pre-
processing ensures fairness across attack types, and LightGBM
is confirmed as the most effective model for deployment. The
Flask and Socket.IO server delivers low-latency predictions,
and SHAP adds explainability, resulting in a practical and
extensible solution for modern botnet detection.

V. Evaluation and System Testing
We evaluate the proposed framework through offline exper-

iments and real-time testing to assess performance, efficiency,
and operational feasibility. Addressing intrusion detection
challenges such as class imbalance, asymmetric risks, and time
constraints, we use diverse metrics, multiple machine learning
models, multiclass categorization, and live deployment val-
idation, confirming accuracy, efficiency, and practicality for
modern NIDS. We adopt multiple metrics to evaluate model
performance. Accuracy serves as a baseline but is limited
under class imbalance. Precision measures false alarms, recall
identifies true malicious flows, and the F1-score balances both
in asymmetric risk scenarios. Confusion matrices highlight
errors, while training time assesses computational efficiency
and retraining feasibility for operational deployment.

We compare Logistic Regression, Random Forest, Naive
Bayes, and LightGBM on the IoT-23 dataset. Each model is
trained on a balanced dataset and tested on 77,669 network
flows. Table I summarizes the training time and accuracy
of each model. LightGBM and Random Forest achieve the
highest accuracy (exceeding 99.9%), with LightGBM train-
ing more than ten times faster. Logistic Regression yields
moderate performance, while Naive Bayes offers high speed
but insufficient accuracy. A detailed breakdown of results
is given in Table II, which reports F1-scores for benign
and malicious traffic. LightGBM and Random Forest perform
nearly perfectly, whereas Logistic Regression suffers from high
false positives, and Naive Bayes fails to generalize effectively

TABLE III
Classification report for the multiclass attack-type classifier on

malicious traffic

Class Precision Recall F1-score Support
Attack 0.98 0.97 0.97 2819
C&C 1.00 1.00 1.00 5276
C&C-FileDownload 0.94 0.94 0.94 16
C&C-HeartBeat 1.00 1.00 1.00 9094
C&C-HeartBeat-Attack 0.68 0.81 0.74 250
C&C-HeartBeat-FileDownload 1.00 1.00 1.00 3
C&C-Mirai 0.00 0.00 0.00 1
C&C-PartOfAHorizontalPortScan 1.00 1.00 1.00 239
C&C-Torii 1.00 1.00 1.00 7
DDoS 1.00 1.00 1.00 40
FileDownload 0.80 0.80 0.80 5
Okiru 0.97 1.00 0.98 29
Okiru-Attack 0.00 0.00 0.00 1
PartOfAHorizontalPortScan 1.00 1.00 1.00 26214
PartOfAHorizontalPortScan-Attack 1.00 1.00 1.00 1

TABLE IV
Summary of end-to-end prediction latency for real-time requests

Metric Value (ms)
Minimum latency 7.31
Maximum latency 24.22
Mean latency 13.62
95th percentile 24.20

to malicious flows. Figure 2 shows the confusion matrix of
LightGBM, confirming its excellent separation between benign
and malicious traffic. Figures 3 and 4 further illustrate the
trade-offs among models. While Naive Bayes and Logistic
Regression provide computational efficiency, their accuracy is
insufficient for practical deployment. LightGBM delivers the
best balance between accuracy and speed, whereas Random
Forest, despite strong accuracy, is slower and less scalable.

We extend detection beyond binary classification by training
a secondary LightGBM model to categorize malicious traffic
into specific attack types. The model is trained exclusively
on malicious flows, labeled into 15 categories from the IoT-
23 dataset [14]. This enables analysts to differentiate attacks
such as Command-and-Control (C&C), DDoS, port scan-
ning, and Okiru-based threats. The attack classifier achieves
99.66% accuracy and a macro-averaged F1-score of 0.83,
demonstrating strong generalization despite class imbalance.
Table III reports detailed per-class metrics, while Table V
summarizes the aggregate performance. Most classes near-
perfect precision, recall, and F1-scores. For, C&C-HeartBeat-
Attack has precision 0.68, recall 0.81, and F1-score 0.74,
showing the model struggles a bit with this specific attack type.
Classes like C&C-Mirai and Okiru-Attack have 0 for precision,
recall, and F1-score. This is due to extremely low support (1
sample each) due to almost no data to learn these attacks.
These findings highlight robust attack attribution, particularly
for subtle categories such as C&C-HeartBeat and PortScan.

To confirm operational feasibility, we deploy the system in
a live testbed comprising three components: a Flask-based
API server, a traffic simulation module, and a monitoring
dashboard. Traffic is streamed at 0.1-second intervals using
samples from IoT-23. Each flow is first processed by the binary



classifier and, if flagged as malicious, subsequently passed
to the multiclass classifier. The system returns predictions
and confidence scores in real time, which are displayed on
the dashboard. Latency tests demonstrate robust performance,
achieving an average round-trip response time of 13.62 ms
and a maximum of 24.22 ms, both well below the 100 ms
requirement, as shown in Table IV. Live test accuracy closely
aligns with offline benchmarks, with LightGBM sustaining
above 99.9% accuracy for binary classification and 99.66%
for multiclass classification.

Explainability is supported through SHAP values, accessible
via the /explain endpoint. Figure 5 presents an example
explanation, illustrating feature contributions for a PortScan
attack. Explanations are generated only on demand, thereby
minimizing performance overhead. The dashboard interface
(Figure 5) provides real-time logs including predictions, con-
fidence levels, timestamps, and attack labels. Analysts can
monitor evolving trends and request explanations as necessary,
thereby ensuring transparency and situational awareness.

Our evaluation demonstrates that LightGBM is the most
effective model for botnet detection, offering near-perfect
accuracy in binary and multiclass tasks, efficient training, and
real-time deployment. Testing confirms sub-25 ms latency,
high accuracy, and on-demand explainability. With dashboard
integration, the framework satisfies accuracy, efficiency, and
transparency, making it a strong candidate for modern intru-
sion detection systems by combining real-time detection with
interpretable insights for security analysts.

Fig. 2. Confusion Matrix for LightGBM Classifier

VI. Critical Analysis
In this section, we critically evaluate the achievements,

challenges, limitations, and associated ethical and security
concerns of the proposed system. Our results demonstrate that
LightGBM outperforms all other evaluated models, achiev-
ing 99.94% accuracy for binary detection and 99.66% for

Fig. 3. Model Accuracy Comparison

Fig. 4. Model Training Time Comparison

attack classification. This superior performance stems from
key design characteristics: LightGBM grows trees in a leaf-
wise manner to focus on data regions that reduce errors,
natively supports categorical features, manages missing values,
and captures non-linear patterns with high precision [12]. By

TABLE V
Overall classification performance metrics

Metric Precision Recall F1-score Support
Accuracy N/A N/A 1.00 43995
Macro avg 0.82 0.83 0.83 43995
Weighted avg 1.00 1.00 1.00 43995

Fig. 5. Real-time explainability output and logging interface displaying traffic
classifications with explainability options.



contrast, Logistic Regression underperformed due to linear
decision boundaries; Random Forest achieved relatively high
accuracy but required greater training time and computational
resources; and Naive Bayes, although fast, failed to generalize
because of its strong feature independence assumption. Rigor-
ous preprocessing steps, including class balancing, feature re-
duction, and normalization, further strengthened LightGBM’s
robustness, especially for rare attacks. The IoT-23 dataset
posed challenges of inconsistent formats and severe class
imbalance [14]. To mitigate these, we developed custom pre-
processing scripts and balancing techniques, reducing minority
samples. Real-time testing showed SHAP-based explanations
introduced latency, so they were provided only on request.
Flask concurrency required thread-level optimizations for low
latency. While suitable for prototyping, Python–Flask may
require FastAPI or Go for deployment. Dashboard limitations
and emerging threats highlight future research on scalability,
generalization, and secure deployment.

VII. Conclusion and Future Work
In this work, we designed and evaluated a real-time machine

learning framework for IoT botnet detection with a focus on
accuracy, interpretability, and practical use. The framework
follows a modular pipeline that covers preprocessing, feature
selection, model training, and deployment, allowing it to
manage complex and imbalanced data effectively. We tested
four algorithms: Logistic Regression, Naive Bayes, Random
Forest, and LightGBM. Among these, LightGBM achieved
the best results, reaching 99.94 percent accuracy in binary
detection and 99.66 percent in attack classification while
keeping inference delay very low. The system was deployed
on a Flask server with WebSocket integration and included
SHAP-based explanations to improve transparency and analyst
trust. A secondary classifier identified specific attack types to
support forensic analysis. While the system performed strongly
in both offline and live testing, it still faces limits in scalability,
dataset diversity, and user features. Future work will explore
distributed infrastructures, advanced learning models, and au-
tomated responses to better address zero-day attacks.
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