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Abstract
Emerging studies demonstrate that machine learning (ML)
has the potential to improve the detection capabilities of net-
work intrusion detection systems (NIDS) against evolving
cyber threats. However, recent adversarial ML (AML) studies
have revealed critical ML vulnerabilities. This paper presents
innovative multistage red-teaming techniques to evaluate the
robustness of ML-NIDS in real-world adversarial settings.
Although extensive research has been conducted in this area,
existing studies have critical shortcomings: (1) relying on
unrealistic threat models, (2) focusing on traffic flow pertur-
bation for evasion while neglecting that malicious activity
occurs at the packet level, and (3) failing to preserve attack
functionality after perturbation.

Guided by offensive security principles, we present
DeepRed, an ML-powered Command and Control (C2) frame-
work designed to evade targeted ML-NIDS while main-
taining a stealthy post-exploitation communication channel.
DeepRed leverages Generative Adversarial Networks (GANs)
to generate adversarial examples that comply with TCP/IP
constraints and are realizable as packet-level perturbations.
We further propose two novel attack strategies, Single-Packet
Single-Feature (SPSF) and Single-Feature Perturbation (SFP),
to achieve evasion under highly constrained conditions with
minimal perturbation. To enable robust evaluation, we built
a comprehensive ML-NIDS benchmarking dataset contain-
ing benign and malicious traffic from our red-team exercises.
Additionally, we introduce pipeline-independent adversarial
testing to evaluate state-of-the-art models, such as FlowTrans-
former and SSCL-IDS, across varying features, training data,
and preprocessing pipelines—while preserving attack func-
tionality. Results demonstrate that DeepRed can reduce detec-
tion rates by up to 20%, highlighting the framework’s ability
to bypass ML-NIDS while maintaining operational integrity.

1 Introduction

Today’s adversaries are highly skilled and characterized by
advanced persistent threats (APTs) [108] that leverage so-

phisticated techniques, such as defense evasion, to avoid de-
tection as long as they obtain their objectives. The Com-
mand and Control (C2) framework is a critical component of
the APT lifecycle, enabling attackers to maintain stealthy
communication channels with compromised systems and
orchestrate malicious activities such as data theft and es-
pionage [80, 108]. To counter such threats, the remarkable
success of artificial intelligence (AI) in various fields has
driven its extensive integration into cybersecurity [76]. In
particular, Network Intrusion Detection Systems (NIDSs)
that use machine learning (ML) have proven to be effec-
tive in detecting evolving attack variants within network traf-
fic [41, 48, 61, 62, 82, 87, 90, 108, 116, 118]. Flow-based ML-
NIDS extracts flow features from raw network packets to be
processed through the ML pipeline and identifies network
anomalies that deviate from benign traffic [54].

Despite the advantages of ML, recent investigations have
revealed vulnerabilities in ML models across various do-
mains, including computer vision [31] and malware analy-
sis [21, 70, 95]. Adversarial machine learning (AML) focuses
on understanding and mitigating attacks aimed at exploiting
vulnerabilities in ML algorithms [58, 89]. The adversary may
aim to violate either confidentiality by revealing the architec-
ture of the ML model (e.g., model theft) and training data [89],
or integrity by manipulating the training data, leading to degra-
dation of model performance (i.e., poisoning attack) [117].
Moreover, an adversary can manipulate input data to create
adversarial examples (AEs) [92], forcing misclassifications
in the target ML model for evasion [44, 45, 79]. These vulner-
abilities are especially concerning for organizations relying
on ML-driven security (e.g., ML-powered Network Detection
and Response). The advent of cutting-edge generative AI,
such as Generative Adversarial Networks (GAN) [43], allows
attackers to evade signature- and ML-NIDSs by generating
realistic malicious samples that mimic benign ones [54, 80].

Our research is motivated by the observation that many
studies, particularly those applying AML techniques in com-
puter networks [18, 53, 98, 99, 114], focus heavily on evasion
attacks through perturbations in the feature space, where at-
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tackers modify flow features to generate AEs. However, this
approach has major limitations in practice: (1) ML-NIDS are
typically deployed in secure environments, requiring attackers
to leverage additional attack vectors beyond simple feature
manipulation [27, 105] (Figure 1). (2) Changes in the feature
space do not necessarily translate to meaningful or actionable
modifications in the raw packets in the problem space [73,92].
This disconnect undermines the practical viability of such
attacks, as they may succeed in deceiving the ML model but
fail to ensure that the malicious communication (e.g., C2 op-
erations) remains functional within the underlying network.
Moreover, AEs crafted in the feature space are not replayable
across different environments, as they cannot be directly trans-
lated into valid network traffic packets [92]. This limitation
restricts attack generalization and adaptivity of (emulated)
malware to real-world scenarios [32, 54, 105].

To overcome the above challenges, we employed an offen-
sive security approach mapped to MITRE ATLAS (Adver-
sarial Threat Landscape for Artificial-Intelligence Systems)
framework [74] to conduct a multi-stage AI red teaming
[69, 98] that simulates end-to-end realistic attacks launched
by sophisticated adversaries and systematically pose complex
challenges across the whole ML system. Built upon the in-
terplay between feature and problem spaces, we introduce
the DeepRed C2 framework available at [3], which aims to
leverage GAN-generated feature space perturbations to guide
packet-level modifications that effectively evade the targeted
ML-NIDS. The primary objective of the red teaming exercise
is to simulate cybersecurity attacks by leveraging AML tech-
niques for defense evasion. Thereon, we developed a C2 agent
for post-exploitation, leveraging discovered ML exploits to
adapt its communications and stealthily orchestrate opera-
tions like beaconing, remote command execution (RCE), and
data exfiltration within the DeepRed C2 channel. Yet, the
contributions are:

• End-to-End red team attack pipeline against ML-
NIDS: We present a comprehensive threat model that
combines multiple abstraction levels using the MITRE
frameworks. At the top level, we define attacker goals
based on the MITRE ATT&CK framework (i.e., a knowl-
edge base of adversarial tactics and techniques based on
real-world cyber attacks) [6], such as C2 communica-
tion and data exfiltration. These goals are then mapped
to specific evasion techniques from MITRE ATLAS, il-
lustrating how adversaries bypass ML-powered NIDS.
This mapping bridges high-level objectives with concrete
tactics, offering a unified perspective on adversarial be-
havior and could serve as a foundation for evaluating
the robustness of ML-NIDS. Moreover, we design two
novel attack strategies—Single-Packet Single-Feature
(SPSF) and Single-Feature Perturbation (SFP)—which
achieve stealthy evasion with minimal perturbations.

• DeepRed, bridging feature-space AEs to realistic

packet-Level perturbations: We present DeepRed,
an ML-powered C2 framework that leverages GANs
to generate feature-space AEs and realize them into
protocol-compliant TCP/IP packets. Supporting HTTP
and WebSocket, DeepRed preserves core C2 func-
tions—beaconing, RCE, and data exfiltration—while
evading flow-based ML-NIDS in live network settings.

• Evaluating pipeline-independent attack transferabil-
ity with DeepRed: We introduce a pipeline-independent
transferability evaluation approach to assess how adver-
sarial perturbations are transferable to other ML-NIDS
with variations in feature sets, training data, and pre-
processing pipelines. Building on this, we also explore
cross-model transferability by testing DeepRed’s traffic
perturbations against multiple ML-NIDS implementa-
tions spanning diverse processing pipelines—including
two state-of-the-art, FlowTransformer [71] and the pre-
trained SSCL-IDS [39]—as well as several baseline mod-
els.

• Introducing TUC-RedTeam30 dataset: We release the
Technical University of Chemnitz RedTeam30 NIDS
benchmarking dataset (TUC-RedTeam30) available at
[3, 46], comprising over 1.8 million flows, including 30
realistic red team exercises mixed with benign back-
ground traffic. By incorporating C2 frameworks com-
monly used by APT groups (as per MITRE intelligence
[6]), this resource enables the community to train and
evaluate ML-NIDS under realistic attack scenarios.

This paper is organized as follows: Section 2 introduces pre-
liminaries and related work. Section 3 outlines the problem
statement and threat model. Section 4 details the adversar-
ial attack methods. Next, Section 5 presents the empirical
results. Section 6 discusses limitations and future work, fol-
lowed by Section 7, which summarizes the key findings and
contributions of this study. Finally, Appendix A provides sup-
plementary materials supporting the experiments.

2 Preliminaries

2.1 Network Intrusion Detection System
With encrypted traffic and faster link speeds, analyzing packet
payloads for intrusion detection is less feasible. Thus, flow-
based ML-NIDS (e.g., [47]), focusing on statistical features
(e.g., packet counts), has gained attention [24]. In this ap-
proach, network traffic flow aggregates metadata from com-
munication over a time period by consolidating packets with
shared attributes, such as source/destination IPs, ports, and
protocol, into a flow record [110]. This aggregation reduces
data granularity, making analysis more efficient and driving
widespread adoption of network equipment that supports pro-
tocols like NetFlow [26].
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2.2 Adversarial Machine Learning
Unlike domains like computer vision, where adversaries can
freely perturb features to generate evasive AEs using AML
techniques, the computer network domain is known for its
highly constrained nature [25, 89]. Considering TCP/IP com-
munication, certain flow features, such as flow direction, re-
main immutable during transmission, while others exhibit
high correlation. Some features, like Time-to-Live (TTL),
can be modified by the attacker, but network routing varia-
tions may further alter these values (i.e., beyond attackers’
control) [104]. Despite the works such as [18, 114] that over-
looked this assumption, a valid perturbation must fulfill both
the syntax (e.g., appropriate value ranges) and semantics (dis-
cussed in Section 4.4.2) of a legitimate communication [27].

2.3 Domain Space Challenges for Perturbation
Domain space includes the capabilities of attackers for traffic
manipulation, which can occur at different levels of abstrac-
tion: at the raw traffic level, referred to as the problem space,
or after transformation into high-level feature representations
(i.e., traffic flow), known as the feature space [15, 92]. Let P
be the problem space that involves all network traffic packets.
Each p ∈ P is linked to a ground truth label y ∈ Y , where
Y includes all possible labels. As ML models primarily op-
erate on numerical vector data, P must be transformed into
an appropriate format. Feature mapping (traffic flow feature
extraction) is a function ϕ : P → X that takes packets p ∈ P
with shared attributes (e.g., five-tuple) and generates an n-
dimensional feature vector x ∈ X , representing the extracted
flow features from the problem space [92].

Many studies (e.g., [18, 53, 98, 99, 114]) focus on crafting
AEs in the feature space to evade ML-NIDS. However, these
approaches leave the underlying packet-level traffic, where
actual malicious behavior occurs, unchanged. From an attack
emulation perspective, this disconnect presents a challenge,
particularly when adapting malware communication patterns
to evade targeted ML-NIDS. The core challenge lies in the in-
verse feature mapping problem [92], where most flow features
cannot be mapped back to valid packet-level representations.
For example, extracted flow features like mean packet size
lose information during summarization, making reversal im-
possible. Conversely, attackers can conduct perturbations at
the packet level, which are then reflected in the extracted flow
features and could lead to successful evasion of the ML-NIDS.

2.4 Related Works
An attacker’s knowledge of the target ML model is typically
categorized into three levels: white-box (full knowledge),
black-box (no knowledge), and gray-box (partial knowledge)
[54]. In Table 1, we classify recent studies on AML for ML-
NIDS based on their threat models in real-world scenarios.

Figure 1: Two threat scenarios for the evasion attack: (1)
feature-space attacks under direct model access, and (2) lim-
ited access constraints to conduct the attack in the problem
space (more realistic).

However, many of these studies rely on strong assumptions,
such as full knowledge of the target model’s architecture,
which is limited in practice. With full knowledge of white-
box scenarios shown in Figure 1 location 1, [18,83,114] tuned
their attacks by perturbing the input data based on gradients
received from the target deep neural network (DNN) models.
Hashemi et al. [53] assume the attacker possesses a copy of the
target DNN-based NIDS for crafting AEs. Yang et al. [120]
propose an optimization-based method to make minor pertur-
bations to the mutable features to deceive the autoencoder-
based model. More realistically, studies [33, 50, 57, 65, 112]
suggest that the adversary must take additional steps, such
as constructing a substitute model to avoid frequent access
to the target model. However, several works do not mention
the query budget required to build the substitute model or
consider a high query volume [112], which may be detected
and blocked by the defender.

Gen-AAL [106] and [13, 93] leverage GANs to generate
AEs but lack domain constraints on perturbations. [11, 67]
also utilize GANs for evasion without knowledge of the tar-
get model. They integrate the target model into their attack
pipeline but overlook the use of a surrogate model. Even
in black-box settings, they assume the attacker can directly
access the target model without query limitations. NIDS-
GAN [125], DoS-WGAN [119], LUCID [29], SIGMA [78],
and [96, 111] adhere to domain constraints in their GAN
pipeline; however, their approaches are confined to the feature
space and lack practical threat modeling [30]. They neglect
the problem space and key factors like transferability across
diverse settings, pipeline variations, and the preservation of
attack functionality. Several existing studies on packet-level
perturbation also consider the white-box assumption to refine
their packet modification techniques [16, 23, 101, 105, 123].
These techniques might include splitting or injecting pack-
ets [53], random perturbation [115], and traffic obfuscation
via packet duplication, packet reordering, and payload frag-
mentation [56].
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Table 1: Existing adversarial attacks against ML-NIDS from threat modeling perspective
Attacker Knowledge on Target Model Oracle

Study Year Target
Model

Attacker
Goal

Attacker
Location Feature set Training

Data Architecture Query Feedback
Domain
Space

Domain
Constraint Transferability Dataset

[114] 2018 DNN Evasion - Full Read Full Yes Yes Feature ✗ ✗ NSL-KDD
[53] 2019 Kitsune, DAGMM Evasion Outside Full Read Full Yes Yes Problem, Feature ✓ ✗ CICIDS2017

[121] 2019 CNN Evasion - - - - Yes Yes Feature ✓ ✗ KDDCup99

[18] 2020 MLP Evasion - Full Read Full Yes Yes Feature ✗ ✗
CICIDS2017,
TRAbID2017

[101] 2020 1D-CNN Evasion - Full - Full Yes Yes Problem ✓ ✓ ISCXVPN2016

[51] 2021
Kitsune, MLP,
Shallow ML

Evasion - Full, Partial - Zero Yes Yes Problem ✓ ✗ CICIDS2017, Kitsune

[12] 2021 MLP, Shallow ML Evasion - Full Read Full Yes Yes Feature ✓ ✗ NSL-KDD, UNSW
[104] 2022 Shallow ML Evasion Inside Full Read Full Yes Yes Feature ✓ ✓ NSL-KDD, UNSW
[81] 2022 DNN Poisoning - Full Read,Write Full Yes Yes Problem ✓ ✗ ISCXVPN2016

[83] 2022 DNN Evasion - Full Read Zero, Partial Yes Yes Feature ✗ ✓
N-BaIoT, DGA,

RIPE Atlas
[27] 2023 MLP, Shallow ML Evasion Outside Partial Read Zero Yes Yes Problem ✓ ✓ CTU-13, CICIDS2018
[99] 2024 DNN Evasion Inside Full Read Full Yes Yes Problem ✓ ✓ CICIDS2017

3 Problem Statement and Threat Model

This section presents the problem statement and defines the
threat model parameters to guide our research.

3.1 Problem Statement
While many studies on adversarial attacks against ML-NIDS
focus primarily on perturbing the feature space to induce mis-
classification, they often oversimplify the threat by neglecting
the practical constraints faced by real-world attackers. Hence,
the overall research question (RQ) is formulated:

• RQ: How can adversarial attacks against ML-NIDS be
realistically launched and evaluated to determine their
ability to evade detection while achieving high-level
adversaries’ objectives, such as data exfiltration?

Although offensive security approaches, e.g., red teaming, aim
to bridge this gap through practical emulation of adversarial
techniques, the constrained nature of network traffic presents
several significant challenges: (i) engaging in further attack
steps to avoid the impractical white-box assumption, (ii) the
attacker’s available overhead budget or capacity to modify
traffic is practically limited [51], (iii) domain constraint (e.g.,
TCP/IP) for perturbation, (iv) maintaining syntax and seman-
tic integrity after perturbation, (v) the disconnect between
feature and problem spaces after flow extraction raises con-
cerns about whether manipulating only flow-level features
can preserve attack functionality, which occurs at the packet
level (e.g., data exfiltration) within the problem space [73].
(VI) requiring high-level attacker access to manipulate flow
features before ML model input (Figure 1 attacker 1).

Hence, we define three key requirements to establish the di-
mensions of adversarial robustness evaluation for ML-NIDS:
R1: TCP/IP adherence: Perturbations must ensure connec-
tions remain intact and crafted packets are not dropped.
R2: Attack functionality: Perturbations should enable the
attacker to achieve the primary goals, e.g., data exfiltration.

R3: Pipeline-independent attack transferability: Adver-
sarial example transferability refers to the ability of AEs that
successfully evade one model to deceive other models, which
is crucial in AML as it demonstrates attack generalization be-
yond a single model [88]. However, many studies (as shown
in Table 1) evaluate transferability only in the feature space,
which is impractical since ML-NIDS might use different pre-
processing pipelines, making feature-space attack evaluations
inconsistent across different ML-NIDS. Instead, we propose
a true end-to-end cross-feature transferability evaluation that
applies perturbations at the packet level, preserving attack
functionality while maintaining effectiveness across diverse
ML-NIDS, regardless of their feature extraction or processing
pipelines.

3.2 Threat Modeling
Threat modeling is a structured process for identifying and
mitigating cybersecurity risks. We focus on a threat-centric ap-
proach, emphasizing attacker characteristics (capability, goal)
and behavior referred to as tactics, techniques, and procedures
(TTPs) [22]. We integrate and expand threat characteristics
proposed by [15] to offer practical threat modeling.
Targeted Model: The target model is the ML model that the
attacker aims to compromise.
Attacker Goal: The attacker’s goal is determined by the tactic,
the "why" behind an attack, and the technique that describes
the "how", referring to the specific method employed within
the tactic, which is discussed in Section 4.
Attacker Location: The location shapes the TTPs, since at-
tacks originating inside or outside the network result in differ-
ent threat vectors. External attacks pose additional challenges
and often require further engagement to access the target en-
vironment, e.g., Figure 1 attacker 2.
Attacker Knowledge: We contend that understanding be-
yond white and black-box assumptions is crucial, as attacker
knowledge (listed below) influences potential attack vectors.

• Feature Set: It refers to the knowledge of features used
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to build the targeted ML-NIDS comprising "None", "Par-
tial", and "Full" knowledge. Knowledge of the features
enables the attacker to improve the effectiveness of the
attack by targeting vulnerable features [123].

• Target Model Training Data: Knowing the ML-NIDS
training data allows attackers to craft tailored AEs and
prioritize attack vectors based on access levels. With
"Read" access, they learn traffic characteristics [15] (not
necessarily ground truth); with "Write" access, they can
modify data and execute poisoning attacks [117]. With-
out access ( "No"), attackers may resort to methods like
traffic sniffing to infer training data distribution.

• Target Model Architecture: Knowing the model archi-
tecture empowers adversaries to customize their attacks,
including "Zero", "Partial" (e.g., knowing the model),
and "Full" (access to the model’s internal parameters).
For instance, having "full" knowledge of targeted models
e.g., neural networks enables attackers to launch Neural
Trojan Attacks [94].

Oracle Capability: The oracle O represents the targeted
ML-NIDS, and the oracle capability is determined by 1) the
attacker’s ability to interact with the oracle via querying (i.e.,
probing) and 2) gaining access to its corresponding label.
Domain Space: Determines the abstraction level of the at-
tack—the features (requiring higher-level accesses) or the
problem space— that significantly impacts its feasibility.

4 Attack Methodology

To address the research question formulated in Section 3.1,
the attack emulation targets high-level post-exploitation ob-
jectives, such as C2 operations, achieved through subordinate
adversarial attacks that exploit vulnerabilities in the targeted
ML-NIDS. Figure 2 illustrates the overall adversarial attack
stages, including reconnaissance, resource development, ML
attack staging, and defense evasion. These stages are mapped
to the MITRE ATLAS framework [74], which systematically
documents tactics and techniques for targeting AI systems.
Following the successful execution of earlier attack stages
(e.g., ML attack staging for crafting initial AEs), the DeepRed
C2 framework is employed during the defense evasion phase.
It introduces traffic perturbations to facilitate stealthy C2 com-
munication with the victim machine while evading detection
by the targeted ML-NIDS. Thus, the attacker could maintain
persistent access to the compromised host and orchestrate sub-
sequent malicious actions, such as RCE or data exfiltration.
It is worth noting that the DeepRed C2 framework supports
multiple operational modes, including an auto-C2 mode with-
out perturbation, which can be used to generate malicious C2
traffic during the resource development stage. Additionally, it
offers two perturbation mechanisms: (1) random perturbation,

used for baseline comparison, and (2) GAN-based perturba-
tion for actual bypass during the defense evasion stage.

4.1 Reconnaissance

Generating AEs often necessitates frequent interaction with
the target ML-NIDS, which increases the risk of detection. To
mitigate this, an attacker could use a local proxy ML model,
also known as a surrogate or substitute, to conduct operations
offline. During the reconnaissance stage [100], an adversary
with oracle capabilities (Section 3.2) might probe the tar-
get ML model to gather information required for building a
query-based surrogate model. In real-world scenarios, obtain-
ing feedback (e.g., labels) from the target model may involve
additional reconnaissance efforts, such as social engineer-
ing to identify the target ML-NIDS or purchasing a similar
model (or APIs). Another approach for interacting with the
ML-NIDS involves leveraging an infected machine (bot) to
initiate malicious connections to a C2 server. By monitoring
the feedback from these connections, such as whether they
are blocked or allowed, the attacker can infer the ML-NIDS’s
responses (detected or undetected). However, to avoid detec-
tion, these interactions must be conducted slowly and within
a limited probing budget [15].

4.2 Resource Development

The attacker collects key ML artifacts during the resource de-
velopment stage and sets up the necessary infrastructure. This
includes assembling benign and malicious traffic and config-
uring a GAN training environment. As shown in Figure 10
(Appendix A), we (as red teamers) generated traffic using
offensive tools (e.g., various C2 frameworks) aligned with
MITRE ATT&CK [6] to support the training and evaluation
of AEs for realization in the problem space.

4.2.1 Data Preprocessing

We utilize NFStream [14] to extract statistical flow features
from the raw network traffic upon the 5-tuple granularity
(Section 2.1). The extracted flow features are categorized
based on their traversal direction into two groups: source to
destination (src2dst) and destination to source (dst2src). We
call them "primary" features that contain a range of flow fea-
tures: bytes (e.g., src2dst_bytes and dst2src_bytes), packet
count (e.g., src2dst_packets), minimum and maximum packet
size (e.g., src2dst_max_ps), and flag value count associated
with each flow. Moreover, NFStream computes "secondary"
(post-mortem) features derived from the primary features.
For example, given the primary features src2dst_bytes and
dst2src_bytes, a corresponding secondary feature, bidirec-
tional_bytes, is calculated as their sum. This secondary fea-
ture represents the total volume of bytes transferred in both
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Figure 2: Proposed adversarial attack phases mapped to
MITRE ATLAS framework [74].

directions, providing an aggregated view of the communica-
tion flow [124]. We begin by extracting all 77 raw features
provided by NFStream, shown in Table 8 (Appendix). How-
ever, not all of these features are suitable for our analysis.
Hence, we remove architectural features such as vlan_id and
time-dependent attributes like duration. Next, we eliminate
features spoofable by the attacker, such as IP and ports (see
all excluded features in Table 8). The remaining features are
then subjected to a data-cleaning process to improve qual-
ity [38, 40], including removing duplicates based on selected
features, handling missing values, and applying MinMaxScal-
ing [10] to normalize the input feature values.

4.3 ML Attack Staging
ML attack staging involves the techniques and processes that
attackers employ to tailor their attack on the target ML model.

4.3.1 Create Proxy ML Model

The labeled queries obtained during the reconnaissance phase
can be used as part of a query-driven model stealing at-
tack [59, 95]. Accordingly, the adversary queries the oracle O
with xquery and receives feedback ŷ, which is the binary label
prediction, ŷ(xquery) = argmax[O(xquery)]. The attacker then
uses this feedback to train a local surrogate model Ô. The
goal here is to approximate oracle decision boundaries by
maximizing the similarity function S(p1, p2) that measures
the agreement between predictions p1 and p2 made by the
two models.

S(p1, p2) = 1(argmax(p1) = argmax(p2)) (1)

A query-based model stealing attack compromises confiden-
tiality and is ranked as one of the three most critical types
of attacks in a survey among 28 diverse organizations [63].
The local surrogate model could capture target-specific in-
sights, such as hyperparameters and decision patterns, while
preserving error consistency. This enables effective defense
evasion and attack transferability, outcomes that are not al-
ways achievable with ground-truth data alone. Oracle-labeled
queries offer more precise insights [59, 85, 95] and could en-
hance the probability of attack success [49]. The agreement
level between the target model O and the substitute model Ô

in a classification task can be quantified by

Agreement(O, Ô) =
1

|Xtest | ∑
x∈Xtest

1(O(x) = Ô(x)) (2)

4.3.2 Craft Adversarial Data

In this phase, the adversary’s objective is to generate adver-
sarial examples (AEs) by crafting input data to exploit vulner-
abilities in the ML algorithm and manipulate classification
decisions toward the adversary’s desired outcome [44, 107].
To achieve this, the attacker generates AEs in the feature space
by perturbing flow features within domain constraints. Once
effective perturbation values are identified, these are applied
to the communication logic of the C2 agent at the packet level.

Unlike approaches that blindly apply random perturbations
to generate AEs [32, 105], our GAN-based method is part
of a broader red-teaming effort. It demonstrates how ML
can guide C2 traffic perturbations, enabling adversaries to
evade ML-NIDS. GANs consist of two neural networks: a
Generator (G) and a Discriminator (D), trained together in
a competitive manner. The G creates realistic samples to
deceive the D, while the D distinguishes between benign and
malicious samples. This process enables GANs to capture
complex data distributions and generate high-quality synthetic
data that closely resembles benign traffic [43, 51, 122], which
can then be used to empirically evaluate the target model.

4.4 Adversarial Example in Feature Space
Figure 3 shows the steps required to craft AEs in feature
space. After constructing the substitute model Ô, it is em-
ployed to evaluate the quality of evasiveness of the generated
AEs. Hence, for a flow x ∈ X , δ ∈ {1,2, . . . ,n} represents the
set of feature indices as adversarial features for perturbation,
selected within the features of the network traffic flow [92].
The goal of the attacker is to craft AEs such that Ô misclassi-
fies it as a target label t ∈ Y , and t ̸= y where y ∈ Y is the true
label of the original malicious flow. During Sub-step A.1 in
Figure 3, the malicious samples (xmal) are subjected to pertur-
bations using the proposed GAN. For evaluation purposes, the
targeted ML-NIDS previously confirmed that these samples
are malicious, ensuring the focus is on perturbing correctly
detected samples to appear benign.

4.4.1 Adversarial Feature Engineering

In this work, we introduce adversarial feature engineering, a
principled approach in which the adversary leverages domain
expertise to identify and perturb a subset of features that are
both practically immutable and impactful. Rather than tar-
geting features arbitrarily, we define a set of criteria to guide
the selection of adversarially viable features—those that are
commonly found in network traffic and lend themselves to
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Figure 3: The attacker generates benign and malicious traffic and uses the proposed GAN framework to craft adversarial examples
(xcraft) with minimal perturbations (δ). These samples aim to evade both the discriminator and the substitute model (Ô).

manipulation without violating domain constraints as follows:
Generality: The feature reflects core properties of network
communication, such as byte or packet counts, which are typ-
ically present across diverse traffic types. In contrast, features
like vlan_id, which are highly context-specific, are excluded.
Feature importance: It plays a significant role in the model’s
decision-making, as determined through techniques such as
importance ranking [28].
Protocol validity: Perturbations must follow TCP/IP to en-
sure features are syntactically valid (e.g., non-negative packet
count) and semantically realistic (Section 2.2).
Reversibility: Priority is given to reversible primary (raw)
features, where perturbations in feature space can be mapped
back to the problem space—for instance, modifying src2dst
packet counts via packet injection. In contrast, derived fea-
tures (e.g., mean packet count) are often non-invertible [92],
limiting their applicability in real-world perturbations.
Feasibility of manipulation: Adversarial features should
avoid reliance on attributes like Protocol and TTL, as perturb-
ing them may yield artificially high attack success rates due
to testbed design rather than intrinsic attack behavior [35].

Considering the aforementioned criteria, we have se-
lected eight individual features showing in Table 8 (ap-
pendix): src2dst_packets (packet count), src2dst_bytes,
src2dst_min_ps (packet size), and src2dst_max_ps, and the
same features in the opposite direction (dst2src). There are
numerous combinations within those eight features. How-
ever, we constrain the adversarial feature vector δ such
that max(∥δ∥) = 2 to apply minimal perturbations. There-
fore, we examine individual and different feature pairs, like
{src2dst_bytes, src2dst_max_ps}. Minimal perturbation in
computer vision is essential to keep changes imperceptible
to the human eye [75]. This principle is key in flow feature,
as [104] shows that only a limited number of features are
mutable.

SFP and SPSF Attack Strategies We propose the Single
Feature Perturbation attack, where individual adversarial fea-
tures are minimally altered to evade detection, exposing weak
features and improving the attack’s plausibility [92]. Building
upon the proposed minimal perturbation ∥δ∥ = 1, we take
one step further by introducing the concept of a Single-Packet
Single-Feature (SPSF) attack for four selected adversarial
features, including src2dst_min_ps, src2dst_max_ps, and the
same in the dst2src direction. The SPSF strategy is particu-
larly significant as it can be effectively implemented in C2
agent logic via minimal packet-level perturbation in the prob-
lem space. For instance, realizing the GAN-generated optimal
evasion value for max packet size involves injecting only
one packet with the specified size (via padding) to achieve
evasion. This contrasts with other individual features like
"src2dst_packets", that require multiple packet exchanges in
a particular communication to achieve the optimal values.

4.4.2 GAN Architecture for Adversarial Perturbation

Generator: In Sub-step B.1 of Figure 3, let the malicious flow
be xmal ∈ Rn, where n is the total number of flow features. We
remove the corresponding adversarial features δ, resulting in
a partial vector x̂mal ∈ Rn−|δ|, which represents the retained
portion of the malicious input. The generator G, implemented
as a feed-forward neural network, uses dense layers with
64, 128, and 256 units that takes as input a noise vector z ∼
pz(Z) of size n∗100, sampled from a Gaussian distribution.
Each layer includes batch normalization and a LeakyReLU
activation for stable training. A "Softplus" function in the
output layer ensures positive values, crucial for representing
traffic flow values [52]. G produces an output δ̂ ∈ R|δ|, which
corresponds to the removed feature subset δ. To craft the final
AE xcra f t ∈ Rn, we define a process:

xcra f t = reassemble(x̂mal , δ̂,δ),
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where the function reassemble(·) restores the full input vector
by inserting the generated values δ̂ at the appropriate positions
defined by δ to ensure xcra f t preserves the original structure
expected by the target model. During training, xcra f t is in-
tentionally assigned the benign label when input to the D,
allowing gradient feedback to guide the optimization of G’s
parameters and improve its ability to deceive D [42, 43].
Post-modification: We integrate post-modification into the
proposed GAN to ensure consistency when perturbing traf-
fic flow features, a step often overlooked in studies. Based
on the selected δ, we define Ω as the set of feature-space
constraints representing the potential modifications to the sec-
ondary features (those derived from primary features). The Ω

highlights the requirements to maintain the semantic integrity
and dependency within the flow features. Therefore, xcra f t is
valid when all possible dependable secondary features linked
to δ are modified (i.e., recalculated). For example, bidirec-
tional_bytes, is defined as bidirectional_bytes = src2dst_bytes
+ dst2src_bytes and δ = {src2dst_bytes}. The modified ver-
sion is bidirectional_bytes = δ̂+ dst2src_bytes, see Algo-
rithm 1. The adherence to Ω during the post-modification
ensures feeding the valid samples to D thus receiving accu-
rate gradient feedback.

Algorithm 1 Post-modification to satisfy Ω

1: Require Adversarial features δ

2: Ensure Post-modified features that satisfy Ω

3: for each feature f in δ do
4: Recalculate the secondary features associated with f

to satisfy Ω

5: end for
6: Return the flow

Discriminator: We build D using a simple Multilayer Per-
ceptron (MLP) architecture with layer sizes 128/64/32/1.
The training process optimizes the network parameters to dis-
tinguish between benign samples xbenign, original malicious
samples xmal , and crafted malicious samples xcra f t . Moreover,
our GAN training strategy involves simultaneous training of
both D and G from scratch. Our findings, aligned with [43],
emphasize the necessity of avoiding previously well-trained
D (or with complex architecture), as this could result in either
vanishing gradients or significant instability of the GAN [17].
GAN Training: In the GAN architecture (Figure 3), D and G
are trained separately in each epoch (Algorithm 2). Benign,
malicious, and crafted samples (Figure 3, Sub-step A.2) are
first fed to train D. Following D training, the focus shifts to
training the G where xcrat f are fed to the D to compute gradi-
ents and update G’s parameters, while D remains frozen as a
fixed evaluator without self-updating.

Algorithm 2 Training GAN for Adversarial Perturbation

1: Input: Mini-batches xmal,xbenign ∈ RN×d

2: for each epoch do
3: Generate Adversarial Examples:
4: Remove adversarial features: x̂mal = xmal \δ

5: Sample noise z ∼ pz(z)
6: Generate perturbations: δ̂ = G(z)
7: Reassemble: xcraft = x̂mal ∥ δ̂

8: Apply post-modification to ensure xcraft ∈ Ω

9: Train D:
10: Update θD by minimizing LD(xbenign,xmal,xcraft)
11: Train G:
12: Assign benign label y = 0 to xcraft
13: Freeze D, evaluate D(xcraft)
14: Backpropagate loss LG and update θG
15: if epoch % eval_interval == 0 then
16: Evaluate on Substitute Model Ô:
17: Craft adversarial examples using trained G: xcraft
18: Measure adversarial success rate for Ô(xcraft)
19: end if
20: end for

4.4.3 Verify Attack

In this step, the adversary evaluates the effectiveness of the
attack using either an inference API or an offline replica of
the target model [74]. Shown in Algorithm 2, once G is suf-
ficiently trained, it is used to craft AEs from new malicious
samples. To quantify the attack’s impact, we compute the
Attack Success Rate (ASR) [59]. Let P denote the number of
malicious samples, and L the number of corresponding xcraft
instances misclassified as benign by Ô. Then, ASR is defined
as L/P , the rate of crafted samples misclassified as benign.

4.5 Defense Evasion
Defense evasion tactics involve techniques adversaries use
to bypass ML-driven security solutions like ML-NIDS. One
of our key contributions is evaluating evasion under adver-
sarial conditions that meet requirements R1, R2, and R3,
as defined in Section 3.1. DeepRed1 leverages HTTP and
WebSocket protocols for C2 operations (e.g., RCE or data
exfiltration). Each successful perturbed value δ̂ from xCra f t
guides C2 communication in problem space by modifying
packet count (via injection), adjusting byte count, and al-
tering packet size through padding, see Figure 4. For ex-
ample, if δ̂ specifies "dst2src_packets=2000," despite the
packets generated for command execution, the C2 further
injects additional packets toward the bot to satisfy the evasive
communication criteria (see Algorithm 3). Further details

1To support research objectives, DeepRed omits traffic encryption, al-
lowing for the direct analysis of raw traffic to assess whether adversarial
perturbations retain attack functionality.
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Figure 4: Evasion of ML-NIDS via DeepRed C2 traffic per-
turbations during RCE and data exfiltration

on DeepRed’s C2 implementations—DeepRedhtt p (HTTP-
based) and DeepRedWS (WebSocket-based)—are provided in
Appendix B.1 and B.2, respectively.

Ideally, an attacker expects that once the C2 traffic reaches
the targeted ML-NIDS pipeline for analysis, the extracted
flow will retain the crafted feature values from a successful
xCra f t in the feature space. However, after packet-level per-
turbation, due to inter-dependencies and correlations among
features, the extracted flow may experience an unintended
impact called "side effect features" [72, 92]. Specifically, per-
turbations applied to certain adversarial features to achieve
evasion can inadvertently alter other features, potentially af-
fecting the overall attack effectiveness while still requiring to
satisfy the constraints of the problem space. Moreover, from
the attacker’s perspective, scalability is less critical, as the
goal is to maintain control over a limited set of compromised
hosts, unlike defenders who must inspect large volumes of
network traffic in real time. From a scalability perspective,
defenders must analyze all traffic, while attackers only need
to reach a few compromised hosts via DeepRed.

4.5.1 Problem Space Constraints

Pierazzi et al. [92] highlighted key challenges in implement-
ing problem-space perturbations. Below, we explain how
DeepRed addresses these constraints.
Available Transformations: Most features cannot be directly
reversed from feature space to problem space. However, we
determined adversarial features (e.g., packet counts, payload
sizes) that attackers can perturb (e.g., adding padding to in-
crease size). These perturbations are reflected in extracted
flows when processed by the targeted ML-NIDS.
Preserving Semantics: We ensure semantic preservation
through post-modification (maintaining feature semantics)
and post-verification (enforcing compliance with C2 proto-
cols). Replayable PCAP files generated by DeepRed demon-
strate functional integrity and adherence to protocols like
HTTP and WebSocket.
Robustness to Preprocessing: Ensuring robustness against
non-ML preprocessing (e.g., flow extraction) prevents the at-

Algorithm 3 Adapting C2 Communication based on δ̂

1: Input: δ̂ ∈ Rδ (perturbation values)
2: Agent initiates a connection to C2 (HTTP or WebSocket)
3: Agent executes commands received from C2
4: while connection is active do
5: if all criteria in δ̂ are met then
6: break
7: end if
8: for each (feature,value) ∈ δ̂ do
9: Extract direction d and feature type f

10: if f = “packet count” then
11: Craft v packets in direction d
12: else if f = “byte count” then
13: Craft packets in direction d with size v
14: else if f = “min/max packet size” then
15: Inject a packet of size v in direction d
16: end if
17: end for
18: end while

tack from being confined to specific pipelines. We defined
End-to-End pipeline-independent attack transferability (Sec-
tion 3.1) to evaluate DeepRed traffic on diverse ML-NIDS
with different pipelines.
Plausibility: DeepRed ensures plausibility by preserving the
malicious functionality while leveraging legitimate protocols
(e.g., HTTP) for C2 communication, making the traffic resem-
ble normal browsing activity during inspection.

4.5.2 Post-verification

HTTP and WebSocket can be deployed using different appli-
cations, each with its settings and constraints. Therefore, a
post-verification step is necessary to ensure that the pertur-
bation values adhere to the protocol implementations. For
instance, in the WebSocket protocol, there exists a maximum
payload size limit, exceeding which would trigger error ex-
ceptions. Therefore, the post-verification assesses whether
C2 communication configurations conform to the protocol
settings implemented in the C2’s agent logic (Figure 4). This
practical step is often overlooked in previous works, where
the emphasis has primarily been on feature space evasion.

4.6 NIDS Benchmarking Challenges
A reliable dataset is crucial for assessing an ML-NIDS, as
it should represent real-world scenarios for both benign and
malicious traffic to capture the full spectrum of protocols,
applications, and encryption schemes in active use today. Yet
many of the most widely adopted benchmarks suffer from ob-
solescence. For instance, KDDCup99 (1999) [86] and its suc-
cessor NSL-KDD (2009) [109] reflect an era when HTTP/1.0
reigned, and encryption was scarcely pervasive. They exist
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Table 2: Attack scenarios used in experiments across different combinations of attack vectors and threat model configurations.

# Target Model
Attacker

Goal
Attacker
Location

Attacker Knowledge on Target Model Oracle Domain
Space

Substitute
ModelFeature set Training Data Architecture Query Feedback

1 RF, KNN Stealing Outside Full Read, No Zero, Partial Yes Yes Feature RF, KNN
2 RF, KNN Evasion Outside Full Read Zero, Partial No No Feature RF, KNN

3
FlowTransformer [71], SSCL-IDS [39],

RF, KNN, CNN
Evasion Outside None No Zero No No Problem RF, KNN

before multiplexed, stateful protocols such as HTTP/2 and
bidirectional WebSocket streams, each generating distinctive
flow patterns and traffic characteristics. Today, widespread
encryption and newer protocols such as QUIC [9] reshape
communication structures and flow representation, creating
traffic patterns that legacy datasets cannot capture.

Beyond benign traffic evolution, realistic ML-NIDS as-
sessment critically depends on the sophistication (e.g., multi-
stage [64]) and diversity of malicious scenarios embedded
in datasets. Yet, as recent surveys [35, 97] highlight in many
scenarios the generated attack traffic rely on either automated
tools with fix configurations or outdated attack tools. In con-
trast, CDX 2009 [102], was collected during a cyber defense
exercise over a decade ago, and the SWaT Testbed [37], which
simulates attacks on water treatment systems, both used cyber
ranges and red-team techniques. Yet, a gap remains in NIDS
dataset generation: the absence of scenario-driven threat mod-
eling using red-team methodologies that realistically simulate
adversarial TTPs and operational constraints in production-
like environments. Moreover, datasets might suffer from is-
sues like incomplete or wrong labeling [35], duplication, and
privacy concerns for either publishing the dataset or the need
for obfuscation, could further limit their suitability for ML
pipelines [55]. Datasets like DARPA OpTC [2] and LANL [5]
offer log data rather than raw traffic, making them incompati-
ble with our threat model.

The aforementioned limitations motivated us to develop
a comprehensive, scalable framework for generating diverse
and realistic network traffic. Designed to be open-source, the
framework allows researchers to extend and customize it to
meet specific traffic generation needs, supporting continuous
dataset expansion for continuous NIDS evaluation. Using this
framework, along with additional publicly available offensive
tools (i.e., normally used in red teaming), we created a la-
beled dataset, denoted as TUC-RedTeam30 available at [3,46].
Flood et al. [35] examined widely used benchmark datasets for
NIDS and identified six problematic design patterns, "data de-
sign smells," that can introduce experimental bias and weaken
research findings. In Appendix A, we explain how our pro-
posed framework addresses the six identified "bad smells"
and provide detailed information on the traffic generation pro-
cess and the attributes of the TUC-RedTeam30 dataset. The
detailed traffic characteristics of benign and malicious data
can be found in Table 5 and Table 9, respectively.

5 Experiments

In this section, we conduct a multi-stage red teaming exercise,
where the results of each stage inform the next, ultimately
achieving the adversary’s goal of establishing an evasive C2
channel. Table 2 summarizes the attack scenarios employed
in our experiments across distinct attack stages. For instance,
during the ML attack staging phase—where the adversary con-
structs a proxy ML model—we systematically evaluate the ad-
versary’s knowledge of the target ML-NIDS under "Zero" and
"Partial" knowledge settings (discussed in Section 3.2). In the
Zero-knowledge scenario, the substitute model differs from
the target model, representing a cross-model attack, while
the Partial knowledge scenario assumes they are similar (but
not identical). A comprehensive set of attack combinations
is explored to characterize the threat landscape, as detailed
in Table 2 and further analyzed in this section. Moreover, we
formulate the following RQs to guide the experiments:
RQ1: Effectiveness. Can an attacker successfully perturb
network traffic to maintain stealthy C2 channel while evading
detection by the targeted ML-NIDS?
RQ2: Cross-Feature Transferability: To what extent can
AEs, crafted by DeepRed using a specific feature set, main-
tain their effectiveness when transferred to models trained on
different feature subsets (Requirement 3 in Section 3.2)?

5.1 Evaluating Dataset

5.1.1 Public Dataset

In addition to our TUC-RedTeam30 dataset, we utilize
the improved version of CICIDS2017 [103], as Liu et al.
[68] revealed that the original release suffers from signifi-
cant, previously undocumented flaws throughout its lifecy-
cle—including attack orchestration, feature extraction, doc-
umentation, and labeling. The updated version includes five
days of testbed traffic, featuring benign activity from 25
users over common protocols, as well as simulated attacks
such as web exploits, infiltration, Botnet ARES, brute force,
DoS/DDoS, and port scanning.

5.1.2 Dataset Split

Each dataset is partitioned into 70% and 30% chunks, noted
as the original set (DSOrig) and test set (DSTest ), respectively.
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Table 3: Evaluation of various target ML-NIDS detection
performances across multiple C2 traffic profiles

Test DataML-NIDS Training
Data Empire Athena Freyja

Athena 0.900 0.875 0.838
Freyja 0.517 0.867 0.819FlowTransformer
Empire 0.901 0.875 0.838

SSCL-IDS Pre-trained/Unsupervised 0.886 0.910 0.773
Athena 0.918 0.805 0.929
Freyja 0.963 0.734 0.958CNN
Empire 0.964 0.757 0.956
Athena 0.920 0.994 0.493
Freyja 0.973 0.902 0.999RF
Empire 0.999 0.919 0.844
Athen 0.501 0.887 0.507
Freyja 0.835 0.471 0.944KNN
Empire 0.960 0.485 0.956

The DSOrig is dedicated to evaluating each ML-NIDS perfor-
mance. The DSTest serves dual purposes: first, in the model
stealing scenario, it is used for comparing the detection perfor-
mance and agreement score between the substitute model and
the target ML-NIDS. Second, in the GAN training process,
including training both the discriminator and the generator.
To train the discriminator, we randomly sample 20% of the
DSTest , consisting of both benign and malicious samples, de-
noted as DSD−train. The generator requires solely malicious
samples; thus, the remaining 80% chunk (of DSTest ) contain-
ing malicious samples is further divided, with 80% allocated
for training the generator DSG−train and 20% reserved for
testing (DSG−test ).

5.2 Target ML-NIDS
Before conducting the attacks, it is essential to assess the ca-
pability of ML models in detecting malicious C2 traffic, as
this is the central focus of our work. Hence, we considered
two SOTA ML-NIDS: FlowTransformer [71] and pre-trained
SSCL-IDS [39], which employ pioneering ML architectures
for detecting malicious traffic flows. Additionally, to demon-
strate cross-feature attack transferability across various sce-
narios, we develop a complete pipeline for three ML-NIDS,
incorporating widely used ML models from the literature [54].
Each model represents distinct architectural characteristics:
Random Forest (RF), K-Nearest Neighbors (KNN), and a 1D-
Convolutional Neural Network (CNN). The primary criterion
for choosing and building ML-NIDS is their ability to detect
malicious network traffic flows, particularly C2 operations,
up to a certain level of accuracy. This capability is crucial for
demonstrating the effectiveness of DeepRed traffic perturba-
tion and defense evasion. However, this approach necessitates
excluding a commercial AI-powered NDR as another base-
line, where it failed to detect unperturbed C2 communication.
We utilize the area under the receiver operating characteristic
curve (AUROC) metric to evaluate the overall performance
of ML-NIDS across various thresholds for detecting negative
(benign) and positive (malicious) classes.

Shown in Table 3, we conducted a series of experiments
using various combinations of ML model architectures and
different training and testing chunks. These experiments aim
to evaluate the generalization ability of each model when ex-
posed to previously unseen diverse C2 traffic profiles. As de-
tailed in Appendix A.1, we use malicious traffic from common
C2 frameworks like Mythic [8] (Athena and Freyja agents)
and Empire [4]. SSCL-IDS utilizes self-supervised learning,
exhibits superior generalization capabilities. It is pre-trained
solely on benign traffic from public datasets including CI-
CIDS2017 [103], CTU-13 [36], UNSW [77], CICDoS [60],
and Botnet [20] with distributions distinct from our collected
data and still outperforms FlowTransformer, CNN, and KNN
on the Athena test set. However, like other models, it experi-
ences performance degradation on Freyja (AUROC = 0.77).
FlowTransformer performs well when trained on Athena
or Empire (0.9) but struggles with Freyja as training data.
CNN shows robust performance (AUROC > 0.88), though
slightly lower on Athena (0.73–0.75). RF achieves high scores
(0.9–0.99) but falters in some cases. Models generally per-
form well when training and testing on similar families, but
RF and KNN show significant fluctuations in cross-testing.

5.3 ML Attack Staging

In this phase, a query-based substitute model is initially de-
ployed and subsequently integrated into the GAN pipeline to
evaluate the evasiveness of generated AEs.

5.3.1 Create Proxy ML Model

We assessed the agreement score across different combina-
tions of target and substitute models. For example, in the
"O_rf_Ô_knn", the target model O is RF, and the surrogate
Ô is KNN. A total of 40 experimental combinations were
conducted by incorporating RF and KNN (as target and sub-
stitute models), across two datasets (TUC-RedTeam30 and CI-
CIDS2017) and five probing budgets [100,200,300,400,500].
For each combination, the probing budget was randomly sam-
pled from a hold-out chunk not used in training and balanced
with diverse benign and attack classes. Thus, all reported
metrics are averaged over these multiple runs.

Analyzing the results presented in Figure 5, we observe a
consistent trend of relatively high agreement scores across
various combinations of target and substitute models, datasets,
and probing budgets. When RF is used as the substitute
model, it demonstrates comparable performance in cross-
model settings and when the target and substitute models
are similar across both datasets. Even with a minimal probing
budget of 100 samples, RF as the substitute model achieves
agreement scores exceeding 94% on large hold-out test
sets—approximately 170K samples for TUC-RedTeam30
and 340K for CICIDS2017—despite the target ML-NIDS
being trained on substantially larger datasets. Furthermore,
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Figure 5: Mean agreement score between substitute and target
models across scenarios, query budgets, and datasets.

the agreement scores for all models show a positive correla-
tion with increased probing budgets. When trained with 500
probe, all models achieved agreement scores exceeding 98%,
indicating they mimic the target decision boundaries.

5.3.2 Craft Adversarial Data

Across all 28 adversarial feature combinations, we observed
that certain configurations failed to generate effective evasive
perturbations or did not conform to the constraints of the prob-
lem space. In some cases, although the perturbations led to
misclassifications by the target ML-NIDS in the feature space,
they were not feasible to realize in the problem space. For
example, suppose the GAN proposes a minimum packet size
of 100 bytes, which contradicts typical protocol behaviors,
such as those in HTTP or WebSocket communications, which
frequently include smaller packets, like below a 60-byte TCP
ACK. To evaluate the ASR score of GAN-generated AEs in
the feature space, we conducted a total of 60 experiments,
including 16 adversarial feature combinations (presented in
Table 4) and two substitute models (RF and KNN) across
the TUC-RedTeam30 and CICIDS2017 datasets. Among all
substitute models constructed with varying probe budgets, we
specifically focused on those built using the minimum bud-
get of 100 samples. Notably, unlike image or video domains
that typically require substantial computational resources, all
experiments were performed on a standard system equipped
with an Intel Core i7 CPU and 16 GB of RAM, demonstrat-
ing the relatively low computational cost of executing such
attacks in the ML-NIDS context.

RF exhibits consistently higher ASR values across nearly
all adversarial feature combinations, with ASR reaching up
to 0.486 on TUC-RedTeam30 and 0.391 on CICIDS2017.
In contrast, KNN yields markedly lower ASR values (ap-
proximately 0.247–0.298), indicating that it is relatively more
robust to feature-space adversarial perturbations under the
same test size and probing conditions. This may be due to
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Figure 6: Mean AUROC score of the substitute model across
different threat scenarios, query budgets, and datasets.

KNN’s reliance on nearest neighbors, which often requires
high-magnitude perturbations to achieve evasion, which con-
tradicts our primary objective of maintaining minimal per-
turbation depth. Moreover, the analysis of individual and
combined adversarial features reveals that the single feature
src2dst_bytes is the most vulnerable across both datasets,
producing the highest ASR values for RF (0.484±0.002 on
TUC-RedTeam30 and 0.382±0.003 on CICIDS2017) when
perturbed individually. This finding supports the effectiveness
of our proposed Single-Feature Perturbation (SFP) attacks
(Section 4.4.1), where modifying just one feature is suffi-
cient to evade detection. Additionally, the feature max_ps
(maximum packet size), in both traffic directions, also solely
enables evasion, showing the applicability of our second pro-
posed attack strategy, Single-Packet Single-Feature (SPSF),
which can be realized in the problem space by injecting a
single packet with a desired (GAN suggested) size to bypass
the detection.

5.4 Defense Evasion
This section demonstrates how GAN-generated perturbations,
validated on RF and KNN substitute models, realized in
DeepRed’s packet-level modifications, could evade the target
ML-NIDS (RQ1). We then evaluate pipeline-independent
attack transferability targeting various ML-NIDS across mul-
tiple scenarios while preserving attack functionality (RQ2).

5.4.1 Perturbation Methods Comparison

DeepRed C2 (HTTP and WebSocket) is configurable in three
distinct modes: (1) C2 communication without perturbations,
(2) with random perturbations, and (3) with GAN-projected
perturbations. In each mode, similar C2 operations (with dis-
tinct combinations), including beaconing, RCE, and data ex-
filtration, are conducted. This approach allows us to demon-
strate two key aspects: (1) the detection effectiveness of each
target ML-NIDS discussed in Section 5.2 against DeepRed
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Table 4: Mean Adversarial Success Rate (ASR) for each ad-
versarial feature combination across TUC-RedTeam30 and
CICIDS2017 datasets using query-based substitute models Ô
(RF and KNN) trained on 100 samples.

TUC-RedTeam30 CICIDS2017
Adversarial Features Ô_RF Ô_KNN Ô_RF Ô_KNN

src2dst_bytes 0.484±0.002 0.247±0.000 0.382±0.003 0.294±0.000
dst2src_packets 0.478±0.001 0.248±0.001 0.390±0.000 0.294±0.000
dst2src_bytes 0.477±0.000 0.247±0.000 0.390±0.000 0.294±0.000
src2dst_bytes, src2dst_max_ps 0.481±0.003 0.248±0.001 0.385±0.004 0.295±0.008
src2dst_max_ps 0.477±0.001 0.247±0.001 0.385±0.003 0.293±0.001
dst2src_bytes, src2dst_max_ps 0.477±0.001 0.247±0.000 0.382±0.003 0.298±0.012
src2dst_bytes, dst2src_max_ps 0.484±0.002 0.248±0.001 0.390±0.000 0.294±0.000
dst2src_packets, src2dst_max_ps 0.478±0.001 0.248±0.001 0.387±0.002 0.293±0.002
src2dst_bytes, dst2src_packets 0.486±0.000 0.256±0.008 0.382±0.003 0.294±0.000
dst2src_max_ps 0.478±0.003 0.247±0.000 0.391±0.001 0.294±0.000
src2dst_bytes, dst2src_bytes 0.480±0.002 0.247±0.000 0.384±0.005 0.294±0.000
src2dst_packets, src2dst_max_ps 0.483±0.002 0.247±0.001 0.386±0.003 0.293±0.001
dst2src_packets, dst2src_max_ps 0.478±0.002 0.247±0.000 0.391±0.000 0.294±0.000
dst2src_bytes, dst2src_max_ps 0.478±0.003 0.248±0.002 0.391±0.001 0.294±0.000
src2dst_packets, dst2src_max_ps 0.477±0.006 0.248±0.001 0.391±0.001 0.294±0.000
src2dst_packets 0.482±0.000 0.247±0.000 0.390±0.000 0.294±0.000

without perturbations, and (2) the impact of random and GAN-
projected perturbations on detection performance.
Detection of C2 Traffic Without Perturbation: As depicted
in Figure 7, all models demonstrate strong detection capa-
bilities, with AUROC values ranging from 0.89 (FlowTrans-
former) to 0.96 (RF). Although SSCL-IDS is a pre-trained
model trained solely on benign samples, it ranks as the second-
best model with an AUROC of 0.94, outperforming CNN.
Impact of Random Perturbations: Random perturbations
involve modifying adversarial features at the packet level
within a defined range that complies with TCP/IP protocol
constraints, ensuring the resulting traffic remains valid and
avoids connection break. To provide an advantage to the de-
fender (target ML-NIDS), the perturbation range is defined
based on statistical metrics derived from benign traffic, such as
mean packet counts or payload sizes. Subsequently, DeepRed
communications are configured to align observed ranges in be-
nign traffic for C2 communication in both directions. Figure 7
shows the random perturbation results that reveal various im-
pacts on ML-NIDS detection performance. While most mod-
els experience slight AUROC reductions, SSCL-IDS shows
resilience, with only a minor drop from 0.94 to 0.91. In con-
trast, RF and KNN demonstrate greater sensitivity to random
perturbations, with RF decreasing from 0.96 to 0.89. The
CNN’s AUROC slight increase is likely due to its hierarchical
feature learning acting as implicit regularization [66].
Impact of DeepRed Perturbations Compared to random per-
turbations, GAN-projected perturbations present the greatest
challenge to target ML-NIDSs, causing AUROC reductions
between 10% and 22%. FlowTransformer and RF experience
the most substantial drops, with AUROC values decreasing
from 0.89 to 0.752 (13.8%) and from 0.958 to 0.751 (20.7%),
respectively. SSCL-IDS, initially achieving the second highest
baseline AUROC of 0.935, drops by 14.2% to 0.793. Sim-
ilarly, CNN and KNN see reductions from 0.933 to 0.794
(13.9%) and from 0.916 to 0.814 (10.2%), respectively.
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Figure 7: Comparison of different C2 traffic generated by
DeepRed to assess pipeline-independent defense evasion
across multiple baseline ML-NIDS.

In Section 4.4.3, we conducted initial attack verification
in feature space using the ASR metric with RF and KNN
as substitute models. To enable a more realistic and repro-
ducible evaluation of defense evasion, we adopt DeepRed’s
packet-level perturbations, despite potential reductions in ef-
fectiveness likely due to side-feature interactions [92] (e.g.,
interdependencies between flow features). Nonetheless, the
observed AUROC degradation across all target models (up
to 20%) underscores the impact of DeepRed GAN-projected
perturbed traffic during malicious C2 activities (RQ1). Fur-
thermore, we demonstrate the attack’s transferability across
diverse ML-NIDS architectures and its resilience to their pre-
processing pipelines—particularly in the case of SSCL-IDS,
which differs significantly in training data (benign-only), pre-
processing, feature set, and model architecture (RQ2).

5.4.2 Feature Ablation Study

Further experiments were conducted to investigate whether
perturbed traffic remains effective when the target model is
built using a different feature set than those used for gen-
erating the perturbations (adversarial features). As detailed
in Section 4.4.1, eight adversarial features listed in Table 8
are identified for perturbation, either individually or in paired
combinations. Figures 8 and 9 compare AUROC detection
of CNN, RF, and KNN models with gradually excluded in-
dividual adversarial features during training. At 0 exclusion
(X-axis), all adversarial features are used in building the tar-
get model; at 8, all are excluded. Figure 8 shows the model’s
performance on unperturbed DeepRed C2 traffic, while Fig-
ure 9 compares performance on perturbed traffic, revealing a
consistent reduction in AUROC across models. Even with all
adversarial features excluded, the drop in AUROC persists in
detection compared to unperturbed traffic. The results high-
light the overall cross-feature attack transferability, with KNN
showing the largest AUROC degradation of 21.68% across
different feature exclusion settings (RQ2). This suggests that
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Figure 8: Resilience of ML-NIDS pipelines to adversarial
feature exclusion during model construction, evaluated with
unperturbed DeepRed C2 traffic.

adversarial perturbations remain effective even when the per-
turbed features are excluded while building the targeted mod-
els, likely due to underlying statistical dependencies and fea-
ture correlations that propagate the effect [32].

6 Limitation and Future Work

6.1 Adversarial Defense
While our approach adopts an adversarial perspective aligned
with offensive security principles, its ultimate objective is to
inform and enhance defense strategies. Providing multi-stage
attack scenarios under a practical threat model, this study
could assist adversarial investigations across different ML
lifecycle [113]—from guiding resilient training through
adversarial training [19], one of the most effective defense
strategies, to supporting formal robustness verification [84]
during evaluation, and emphasizing the importance of
adversarial example detection at inference time [91]. The
development of dedicated defense models specifically
designed to mitigate proposed attacks remains a critical and
open area for our future research.

6.2 Baseline and Benchmark
A key challenge is the lack of standardized datasets, threat
models, and evaluation metrics, which hinders direct com-
parison across studies. As shown in Table 1, most existing
works focus on attacks in the feature space for high attack suc-
cess rates without considering whether the perturbations are
valid [35] or can be practically realized in the problem space.
For example, some GAN-based perturbations generated eva-
sive values that induced misclassifications but fell outside
the feasible bounds of real network traffic and were therefore
excluded. A comprehensive comparison of AEs generated by
different methods is planned as future work.
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Figure 9: Resilience of ML-NIDS pipelines to adversarial
feature exclusion under GAN-perturbed DeepRed C2 traffic.

7 Conclusion

This paper employed a multi-stage red teaming approach to
uncover critical vulnerabilities in Machine Learning-based
Network Intrusion Detection Systems (ML-NIDS). Through
comprehensive threat modeling, we identified a significant
gap between theoretical research and real-world scenarios,
which led to the formulation of three essential requirements
for effective evasion attacks: adherence to TCP/IP, preserva-
tion of attack functionality, and pipeline-independent transfer-
ability testing across diverse ML-NIDS implementations. We
introduced DeepRed, an AI-aware Command & Control (C2)
framework that enables stealthy malicious activities, such as
remote command execution and data exfiltration.

We demonstrated an end-to-end, multi-stage attack that be-
gan with target model stealing and leveraged Generative Ad-
versarial Networks (GANs) to automate adversarial example
generation. Next, DeepRed realized evasive perturbation at the
packet-level C2 communication. Additionally, we introduced
the Single Packet Single Feature (SPSF) attack, showcasing
how crafting a single packet can evade the target ML-NIDS.
We release TUC-RedTeam30, a NIDS benchmarking dataset
with 30 diverse red team scenarios to support future research.
Our experiments across multiple attack vectors demonstrate
that DeepRed’s perturbations can reduce detection perfor-
mance by up to 20% in various baseline ML-NIDS, including
FlowTransformer, SSCL-IDS, CNN, RF, and KNN.
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A Traffic Generation Framework

A.1 "Data Design Smells"

Following the discussion on the "bad smells" introduced by
Flood et al. [35] in traffic generation and dataset creation for
NIDS benchmarking in Section 4.6, this section outlines the
efforts we have undertaken to address these issues in our own
traffic generation and dataset design.
Poor Data Diversity: Although Flood et al. concentrated
mostly on "bad smells" among attack traffic, we believe
achieving diversity across both benign and malicious traffic is
necessary. Hence, our proposed traffic generation framework
uses software agents to emulate realistic, benign user behav-
ior, mitigating privacy concerns associated with collecting
real user network traffic or the need for payload obfuscation
to avoid data leaks. Our agents generate benign traffic by
performing various online activities such as browsing Alexa
top-ranked websites, using social media, participating in fo-
rums, streaming videos, chatting, downloading files, using
SSH, and sending emails. The agents were built using Python
libraries like Selenium [1] to automate interactive web brows-
ing. To achieve real-world fidelity, we introduce randomness
at multiple levels, including the number of agents, their ac-
tions, session durations, and activity intervals, resulting in
diverse traffic patterns. Additionally, the use of dynamic con-
tent websites like "Booking.com", Stack Overflow, and social
media platforms such as TikTok and Facebook, which contin-
uously display new content, introduces various traffic models
that add another layer of randomness to the data collection.
Considering resource constraints, the framework is scalable
and allows more agents to generate higher volumes of benign
traffic.

Table 5: Summary of a 5.9 GB benign traffic profile captured
in PCAP from 5 agents with random profiles, highlighting key
protocol distributions, packet sizes, and DNS query statistics.

Category Metric / Protocol Value / % Notes
Total packets - 2,417,688 Capture duration: 20h 6m 45s

Transport protocols TCP 79.76% Dominant transport protocol
UDP 17.39% Includes DNS, SSDP, NTP, etc.

UDP protocols
DNS 1.85% 63% A records, 31% AAAA records
SSDP 0.48% Service discovery
mDNS 0.01% Local name resolution

TCP protocols
TLS 16.20% Encrypted sessions
HTTP 0.4% Web traffic
FTP Data 0.4% File transfers

Packet sizes
1280–2559 bytes 28.45% Most frequent size range
>5120 bytes 21.83% Large transfers
40–79 bytes 23.05% Control/heartbeat traffic

On the other hand, two primary criteria guide the generation
of malicious traffic in our framework:

• MITRE ATT&CK Coverage: We aimed for broad cov-
erage across MITRE ATT&CK TTPs [6] as a globally-
accessible framework, encompassing both pre- and post-
exploitation phases such as initial access, discovery, lat-
eral movement, and C2 communication. For example, in
one APT simulation, the malware was installed when the
victim downloaded a phishing email. This establishes a
connection to the Caldera C2 to execute commands for
data discovery and extraction. We include further sce-
narios involving lateral movement, botnet construction,
DDoS attacks, brute force, application exploits, various
scanning, and more within our controlled environment
detailed in Table 9.

• Focus on C2 Activities: Given that our research con-
centrates on C2 operations, we selected various post-
exploitation and adversary emulation frameworks, in-
cluding Empire [4], MITRE Caldera [6], and Mythic
(using Athena and Freyja agents) [8], all of which have
been employed by APT groups according to MITRE’s
threat intelligence reports [6]. Moreover, Caldera auto-
mates red team attacks by executing pre-configured steps
in a defined sequence, simulating real-world adversary
behavior.

The C2 frameworks discussed above are primarily designed
to conduct malicious operations, rather than emphasizing ma-
licious traffic generation and flow representation for bench-
marking. For instance, in experiments with Caldera, we ob-
served that the framework leveraged the HTTP protocol with
"keep-alive" functionality. This approach resulted in persis-
tent, long-lived connections where multiple C2 actions, such
as beaconing, discovery, and data exfiltration, were encapsu-
lated within a single flow. While Caldera provided a degree of
automation, it required significant manual efforts to repeat at-
tack scenarios with different configurations to generate diver-
sified traffic patterns with distinct flows for benchmarking. As
discussed in Section 5.4.1, the DeepRed C2 framework also
supports standard C2 operation without perturbation. To over-
come manual inspection during traffic generation, DeepRed
C2 can operate in a fully automated mode where it randomly
selects attack actions, including command sequences for dis-
covery (chosen randomly from Table 7) and exfiltration tasks
involving various random types and quantities of files (e.g.,
.docx, .mp4, .jpeg, .pdf). Random delays are introduced be-
tween each operation to generate traffic flows with greater
diversity.
Poor Testbed Design: Poor testbed design can lead to highly
dependent features (HDF) [35]—artifacts from unvarying at-
tacker behavior that dominate classifier decisions and avoid
learning the actual attack characteristics. In our proposed
approach, each red-team exercise employs a distinct combi-
nation and sequence of attack techniques. Considering the
primary stages of a data-exfiltration attack—initial access,
discovery, staging, and exfiltration—the technique chosen in
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Figure 10: Our proposed framework to generate benign and malicious traffic used for training and evaluating different ML
models.

each exercise produces different traffic patterns. For example,
SSH brute-forcing and exploiting a public-facing service for
initial access each generate markedly different traffic charac-
teristics. Furthermore, discussed in Section 4.2.1, we removed
identifier features, spoofable attributes (e.g., ports and IP ad-
dresses), and timing measurements (e.g., *_first_seen_ms),
ensuring the model learns the underlying traffic characteris-
tics rather than bias toward HDF features.
Wrong and Unclear Labeling: Datasets and testbeds might
suffer from unclear labeling logic and incorrect label assign-
ments, which hinder consistent benchmarking and meaningful
comparisons of detection techniques [35]. In our approach,
each red-team exercise is conducted separately, with clearly
defined attack goals and types. Attacker details—including
IPs and port—are documented, allowing us to accurately iden-
tify and label the relevant flows among millions of collected
records, see Table 6. The dataset will be available in PCAP for-
mat for custom feature extraction and labeling, or as CSV files
generated by NFStream [14]. Additionally, by leveraging red-
teaming platforms such as Caldera [7] and Mythic [8]—which
provides detailed logs of each operation—we enhance label-
ing precision and offer rich contextual data to support further
research.
Traffic Collapse: Misconfigurations in the testbed, such as

launching attacks on closed ports, can generate homogeneous
traffic from failed attacks and make classification evaluations
misleading. While collecting traffic for the TUC-RedTeam30
dataset, unsuccessful attacks—where the attacker failed to
achieve their goal—were excluded. For instance, in data ex-
filtration scenarios, only attacks where the stolen data was
accessible on the attacker’s machine were included (which
also highlights the attack functionality preservation).
Artificial Diversity: Uncontrolled factors, such as poor net-
work conditions or capture issues, can distort traffic flows,

Table 6: Malicious IP addresses and ports used for traffic
labeling of TUC-RedTeam30 dataset. Note, Mythic and Em-
pire share HTTP on port 80 but differ by names and folder
structure.

Type IP Cloud Infrastructure
Metasploitable 10.11.2.61 OpenStack
Caldera 10.11.2.74:8888 OpenStack
Kali Linux 10.11.2.189 OpenStack
Caldera 10.11.54.37:8888 Proxmox
Mythic 10.11.54.67:80, 8081 Proxmox
Empire 10.11.54.67:80, 1335 Proxmox
DeepRed C2 10.11.54.137:5000 Proxmox

introducing artificial diversity (e.g., high retransmission rates)
that may inflate perceived classification complexity. In col-
lecting the TUC-RedTeam30 dataset, efforts were made to
exclude such scenarios. However, certain attacks, such as
scanning for reconnaissance, often trigger many RST packets
by probing closed ports. Moreover, the traffic is also available
in the raw PCAP file, where packets can be filtered according
to specific requirements before extracting flows.

A.2 Lab Setup

We initially began traffic generation and capture on a local
OpenStack2 cloud, where different Virtual Machines (VMs)
were created to host Windows and Linux VMs and simulate
and analyze various types of cyberattacks. Due to infrastruc-
ture changes, we transferred the same VMs to a Proxmox3

virtual environment and continued the process there. Each VM

2https://wiki.openstack.org/wiki/Main_Page
3https://www.proxmox.com/en/
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Figure 11: Probability Density Analysis of C2 Frameworks in the Beaconing Stage

Table 7: Commands used in the “Discovery” stage, classified by MITRE ATT&CK [6] technique ID and attributed to threat
groups in MITRE’s Cyber Threat Intelligence.

MITRE Technique Categories Common Commands
Network Discovery

(T1018)
hostname -I, nmcli device status, nmcli connection show, ip route show, ip addr show, ss -anp, ifconfig,
netstat -tuln, ss -tuln , ss -tuln, arp -a, ip link show

Account Discovery
(T1087) last, grep -E "^sudo|^admin" /etc/group, whoami, w, who, id, getent host , getent group , getent passwd,

File and Directory Discovery
(T1083) dir, find /home/user1/ -type f, ls -alR, df -h, du -sh /home/, ls -lh, tree

System Information Discovery
(T1082)

uname -a, vmstat, free -h, cat /etc/os-release, hostnamectl, dmesg | head -5, lshw, lsbrelease−a,
cat /proc/cpuinfo, cat /proc/meminfo, uptime, uptime -p

System Service Discovery
(T1007) service –status-all, ps -ef, ps aux, systemctl is-active ssh, ps aux –sort=-%cpu

has two network interfaces: "ens18",in the 10.10.54.X range
for management and control, and "ens19" (10.11.54.X) for
the data plane, where actual traffic traverses and is captured
from a mirror port. Each VM ran our custom Python-based
software agents, designed to perform random legitimate activ-
ities as described in Appendix A.1. Additionally, Kali Linux4

and other vulnerable VMs (e.g., Metasploitable5) were de-
ployed to facilitate various exploit execution. Table 7 shows
the common commands used in the discovery phase that are
typically leveraged by various threat groups for host and net-
work enumeration. Once PCAP files are collected, they can
be processed for flow extraction using various tools such as

4https://www.kali.org/
5https://www.rapid7.com/

Argus6, CICFlowMeter7, or NetFlow [26]. In our case, we
focused on using NFStream [14], which is capable of ex-
tracting bidirectional flow information. After extracting flow
features, we retain the original raw representative CSV files
in the dataset [46]. However, the extent of flow duplication
may vary depending on the final feature selection. For in-
stance, retaining timing-related features—often required for
specific use cases—can help distinguish flows that would
otherwise appear identical. Conversely, excluding such fea-
tures in other use cases may result in seemingly duplicated
flows, which should be identified and removed accordingly.
By cross-referencing the extracted flows with malicious IPs
listed in Table 6, we were able to identify and label malicious

6https://openargus.org/using-argus
7https://github.com/ahlashkari/CICFlowMeter
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Table 8: Flow features extracted from PCAP files using NFStream [14]. Features marked with an asterisk (∗) were dropped
during preprocessing, while those marked with a dagger (†) denote adversarial features.

Raw Extracted Traffic Flow Features
1 id∗ 21 src2dst_last_seen_ms∗ 41 dst2src_max_ps† 61 bidirectional_fin_packets
2 expiration_id∗ 22 src2dst_duration_ms∗ 42 bidirectional_min_piat_ms 62 src2dst_syn_packets
3 src_ip∗ 23 src2dst_packets† 43 bidirectional_mean_piat_ms 63 src2dst_cwr_packets
4 src_mac∗ 24 src2dst_bytes† 44 bidirectional_stddev_piat_ms 64 src2dst_ece_packets
5 src_oui∗ 25 dst2src_first_seen_ms∗ 45 bidirectional_max_piat_ms 65 src2dst_urg_packets
6 src_port∗ 26 dst2src_last_seen_ms∗ 46 src2dst_min_piat_ms 66 src2dst_ack_packets
7 dst_ip∗ 27 dst2src_duration_ms∗ 47 src2dst_mean_piat_ms 67 src2dst_psh_packets
8 dst_mac∗ 28 dst2src_packets† 48 src2dst_stddev_piat_ms 68 src2dst_rst_packets
9 dst_oui∗ 29 dst2src_bytes† 49 src2dst_max_piat_ms 69 src2dst_fin_packets
10 dst_port∗ 30 bidirectional_min_ps 50 dst2src_min_piat_ms 70 dst2src_syn_packets
11 protocol∗ 31 bidirectional_mean_ps 51 dst2src_mean_piat_ms 71 dst2src_cwr_packets
12 ip_version∗ 32 bidirectional_stddev_ps 52 dst2src_stddev_piat_ms 72 dst2src_ece_packets
13 vlan_id∗ 33 bidirectional_max_ps 53 dst2src_max_piat_ms 73 dst2src_urg_packets
14 tunnel_id∗ 34 src2dst_min_ps† 54 bidirectional_syn_packets 74 dst2src_ack_packets
15 bidirectional_first_seen_ms∗ 35 src2dst_mean_ps 55 bidirectional_cwr_packets 75 dst2src_psh_packets
16 bidirectional_last_seen_ms∗ 36 src2dst_stddev_ps 56 bidirectional_ece_packets 76 dst2src_rst_packets
17 bidirectional_duration_ms∗ 37 src2dst_max_ps† 57 bidirectional_urg_packets 77 dst2src_fin_packets
18 bidirectional_packets 38 dst2src_min_ps† 58 bidirectional_ack_packets
19 bidirectional_bytes 39 dst2src_mean_ps 59 bidirectional_psh_packets
20 src2dst_first_seen_ms∗ 40 dst2src_stddev_ps 60 bidirectional_rst_packets

flows as attacks. Following that, Figure 11 visualizes the prob-
ability density of adversarial features during beaconing across
C2 frameworks, with subplots highlighting patterns in packet
count, size, and other metrics.

Table 9 presents a detailed overview of diverse attack
scenarios from multiple red-team exercises systematically
mapped to their corresponding MITRE ATT&CK techniques
ID [6]. Each attack scenario was executed concurrently with
benign activities performed by software agents, resulting in
a mixed traffic environment containing malicious and legiti-
mate network flows. This mixture is distinguishable based on
the IP addresses and ports specified in Table 6. Different C2
mechanisms were employed for similar attacks, with each C2
agent (bot) leveraging distinct communication profiles.

B Implementing DeepRed C2

To implement diverse C2 protocols, DeepRed leverages
Python libraries such as requests8 for HTTP and
websockets9 for WebSocket-based communications.

B.1 C2 over HTTP

The HTTP/1.1 [34] protocol is a half-duplex, stateless that op-
erates on a request-response model and is adopted into many
C2 frameworks. The C2 beaconing phase is required, in which
the bot periodically sends GET requests to the C2 server to

8https://pypi.org/project/requests/
9https://websockets.readthedocs.io/en/stable/

signal its presence or receive commands. DeepRedHT T P in-
volves phases of beaconing, RCE, and two data exfiltration
methods. The "exfil_by_post" sends the entire file from the
bot via a POST request. Although the protocol has no limita-
tions on maximum file size, many HTTP servers have default
upload limits. Thus, the "exfil_by_chunk" is used for transfer-
ring large files via diffrent smaller chunks.

The drawback of DeepRedHT T P in realizing packet-level
perturbations stems from HTTP’s request-response model.
Unlike WebSockets, which support full-duplex communica-
tion, HTTP requires the client to initiate every exchange. This
limits the flexibility to inject adversarial packets since the
server cannot send arbitrary messages without an explicit
client request. Consequently, only a restricted set of adversar-
ial features can be implemented via DeepRedHT T P.

B.2 C2 over WebSocket
The modern C2 often leverages technologies, e.g., WebSocket
(widely used in web apps), to establish legitimate-like real-
time persistent full-duplex communication channels over a
single TCP connection.

This allows maintaining a single long-lasting flow to ex-
ecute various malicious actions and produce less overhead.
WebSockets offer a conducive environment for perturbation
attacks due to their persistent, bi-directional communication
model. This allows attackers to inject packets from either end
at any time once the connection is established, enabling more
flexible and effective adversarial traffic manipulation.
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Table 9: A summary of the TUC-RedTeam30 dataset, comprising 30 distinct attack scenarios mapped to MITRE ATT&CK
techniques, along with concurrent benign traffic.

Attack Scenario Description MITRE ATT&CK Mapping Benign
Flows

Malicious
Flows

Total Traffic
Flows

1
Brute-forces PostgreSQL, FTP, Samba
Execute payload, Connect Caldera (10.11.2.74:8888)

Brute Force (T1110), Command/Script (T1059)
, Connect to HTTP C2 (T1071.001) 15683 60 15743

2
Brute-forces credits, execute payloads
and exfil over HTTP (10.11.2.74:8888)

Brute Force (T1110),Command/Script (T1059),
Exfil over HTTP (T1567) 28468 510 28978

3
Brute-forces Telnet, Connect to
Caldera C2 (10.11.2.74:8888), Exfil over FTP

Brute Force (T1110), Command/Script (T1059),
Connect C2 (T1071.001), Exfil over FTP (T1048.002) 30754 148 30902

4
SSH Brute-force, Connect Caldera C2 (10.11.2.74:8888),
Exfil over SCP (SSH)

Brute Force (T1110), Connect C2 (T1071.001)
Exfil over SSH (T1048.002) 31821 500 32321

5
SSH Brute-force, Connect Caldera C2 (10.11.2.74:8888),
Lateral Movement

Brute Force (T1110), Connect C2 (T1071.001)
Lateral Movement (TA008) 16823 326 17149

6
Connect Caldera C2 (10.11.2.74:8888),
UDP DDoS Flooding toward Webserver (10.11.54.94)

Connect C2 (T1071.001)
Direct Network Flood (T1498.001) 392 656169 656561

7
Exploit Web, Java-rmi, Netbios-ssn on victim (10.11.2.63)
using Metasploit, Connect to Caldera C2 (10.11.2.74:8888)

Exploitation of Remote Services (T1210),
Connect C2 (T1071.001) 20592 37574 58166

8 Actively Scanning from Kali (10.11.2.189) using NMAP Active Scanning (T1595) 34565 274445 309010

9
Connect to DeepRed C2 (10.11.54.137:5000) via
WebSocket agent, perform discovery, and exfiltrate data.

Connect to C2 (T1071.001),Discovery (TA0007)
Exfiltration over C2 Channel (T1041) 202658 24858 227516

10
Connect to DeepRed C2 via WebSocket
and conduct discovery

Connect to C2 (T1071.001),
Discovery (TA0007) 1737 3613 5350

11
Connect to DeepRed C2 via
WebSocket and conduct exfil

Connect C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 0 83 83

12
Connect to DeepRed C2 (10.11.54.137:5000)
via HTTP agent without "Keep Alive" Connect to C2 (T1071.001) 18 257 275

13
Connect to DeepRed C2 via
HTTP and conduct exfil data by HTTP chunk

Connect C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 4 49 53

14
Connect to DeepRed C2 via
HTTP and conduct exfil data by HTTP POST requests

Connect C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 1 47 48

15
Beaconing to DeepRed C2 (port 5000) using HTTP agent
with slight random padding Connect to C2 (T1071.001) 3 386 389

16
Beaconing C2 agent profiles (HTTP, Gmail, Amazon,
Bluenoroff) toward Empire C2 (10.11.54.67:80/1335) Connect to C2 (T1071.001) 78170 31168 109338

17
Connect to Empire C2 via different agent profiles
(HTTP, Gmail, Bluenoroff) and conduct discovery

Connect to C2 (T1071.001),
Discovery (TA0007) 40409 13008 53417

18
Connect to Empire C2 via different agent profiles
(HTTP, Gmail) and conduct exfil

Connect to C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 24649 6445 31094

19
Beaconing C2 by agent (GOLang)
toward Caldera C2 (10.11.54.37:8888). Connect to C2 (T1071.001) 16121 131 16252

20 Connect to Caldera C2 and conduct discovery
Connect to C2 (T1071.001),
Discovery (TA0007) 4712 60 4772

21 Connect to Caldera C2 and conduct exfil
Connect to C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 12310 57 12367

22
Beaconing Mythic C2 (10.11.54.67:80) by Athena
HTTP agent with "Keep Alive" Connect to C2 (T1071.001) 5125 13 5138

23
Connect Athena agent to Mythic C2 and conduct discovery
with "Keep Alive"

Connect to C2 (T1071.001),
Discovery (TA0007) 4461 10 4471

24
Connect Athena agent to Mythic C2
and conduct exfil with "Keep Alive"

Connect to C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 69482 190 69672

25
Beaconing Mythic C2 (10.11.54.67:80)
by Freyja HTTP agent without "Keep Alive" Connect to C2 (T1071.001) 2560 702 3262

26
Connect Freyja agent to Mythic C2 and conduct discovery
without "Keep Alive"

Connect to C2 (T1071.001),
Discovery (TA0007) 4203 1847 6050

27
Connect Freyja agent to Mythic C2 and conduct exfil
without "Keep Alive"

Connect to C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 49115 20794 69909

28
Beaconing Mythic C2 (10.11.54.67:80)
by Freyja WebSocket agent Connect to C2 (T1071.001) 22509 52 22561

29
Connect WebSocket agent to Mythic C2
and conduct discovery

Connect to C2 (T1071.001),
Discovery (TA0007) 6322 55 6377

30
Connect WebSocket agent to Mythic C2 and conduct exfil
without "Keep Alive"

Connect C2 (T1071.001),
Exfiltration over C2 Channel (T1041) 34790 161 34951

Sum 758457 1073718 1832175

USENIX Association 19th USENIX WOOT Conference on Offensive Technologies    127


	Introduction
	Preliminaries
	Network Intrusion Detection System
	Adversarial Machine Learning
	Domain Space Challenges for Perturbation
	Related Works

	Problem Statement and Threat Model
	Problem Statement
	Threat Modeling

	Attack Methodology
	Reconnaissance
	Resource Development
	Data Preprocessing

	ML Attack Staging
	Create Proxy ML Model
	Craft Adversarial Data

	Adversarial Example in Feature Space
	Adversarial Feature Engineering
	GAN Architecture for Adversarial Perturbation
	Verify Attack

	Defense Evasion
	Problem Space Constraints
	Post-verification

	NIDS Benchmarking Challenges

	Experiments
	Evaluating Dataset
	Public Dataset
	Dataset Split

	Target ML-NIDS
	ML Attack Staging
	Create Proxy ML Model
	Craft Adversarial Data

	Defense Evasion
	Perturbation Methods Comparison
	Feature Ablation Study


	Limitation and Future Work
	Adversarial Defense
	Baseline and Benchmark

	Conclusion
	Acknowledgment
	Traffic Generation Framework
	"Data Design Smells"
	Lab Setup

	Implementing DeepRed C2
	C2 over HTTP
	C2 over WebSocket


